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Welcome to Orchestra!

Orchestra is an open source system to orchestrate teams of experts as they complete complex projects with the help of automation.
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Getting Started with Orchestra in 5 Minutes

What follows is a simple 5-minute guide to getting up and running with
Orchestra that assumes some basic Python and Django experience, but not much
else. For a deeper introduction, you might want to check out our
Key Concepts, and for in-depth information on using and developing with
Orchestra, take a look at our API documentation.


Install Dependencies

Orchestra requires Python 3 and Django version 1.8 or higher to run, so make
sure you
have them installed [https://docs.djangoproject.com/en/1.8/topics/install/].
We recommend setting up a
virtual environment [http://docs.python-guide.org/en/latest/dev/virtualenvs/]
to isolate your Python dependencies, and we’re fond of
virtualenvwrapper [https://virtualenvwrapper.readthedocs.org/en/latest/] to
make that process easier. Make sure to create your virual environment with
Python 3 by passing --python=/path/to/bin/python3 if it isn’t your default
development setup.

Orchestra requires a number of Python dependencies to run. You can install them
by simply pulling down and installing our requirements.txt file:

wget https://raw.githubusercontent.com/unlimitedlabs/orchestra/stable/requirements.txt
pip install -r requirements.txt








Create a Django Project

Orchestra is a Django app, which means that it must be run within a Django
project (for more details, read the Django tutorial [https://docs.djangoproject.com/en/1.8/intro/tutorial01/#creating-a-project]
on this topic). Start a project with
django-admin startproject your_project, replacing your_project with
your favorite project name. From here on out, this document will assume that
you stuck with your_project, and you should replace it appropriately.




Install and Configure Orchestra

Next, let’s get Orchestra installed and running. To get the code, just install
using pip: pip install orchestra.

Orchestra has a number of custom settings that require configuration before
use. First, download the default Orchestra settings file and place it next to
the project settings file:

wget https://raw.githubusercontent.com/unlimitedlabs/orchestra/stable/example_project/example_project/orchestra_settings.py
mv orchestra_settings.py your_project/your_project





Next, edit the orchestra_settings.py file:


	Add 'simple_workflow' to settings.INSTALLED_APPS in the “General”
section if you want to run the demo workflow
(instructions below), and add 'journalism_workflow'
if you want to run the journalism workflow.

	Adjust your email settings [https://docs.djangoproject.com/en/1.8/ref/settings/#std:setting-EMAIL_BACKEND].
By default, Orchestra will direct all messages to the console, but for a
realistic registration workflow you’ll want to set up a real mail server that
can actually send emails.

	Change settings like the ORCHESTRA_PROJECT_API_SECRET from 'CHANGEME'
to more appropriate values.

	Optionally, add 3rd party credentials in the “3rd Party Integrations” section
so that Orchestra can store files on Amazon S3 [https://aws.amazon.com/s3/] and use Google Apps [http://apps.google.com] and Slack [https://slack.com/] to help
communicate with expert workers.



Then, at the bottom of your existing settings file
(your_project/your_project/settings.py), import the Orchestra
settings:

from .orchestra_settings import setup_orchestra
setup_orchestra(__name__)





You’ll also need to set up Orchestra’s URLs, so that Django knows where to
route users when they view Orchestra in the browser. If you don’t have any URLs
of your own yet, you can just download our barebones example file with
wget https://raw.githubusercontent.com/unlimitedlabs/orchestra/stable/example_project/example_project/urls.py.

Alternatively, just make sure to add the following code inside the
urlpatterns variable in your_project/your_project/urls.py:

# Admin Views
url(r'^orchestra/admin/',
    include(admin.site.urls)),

# Registration Views
# Eventually these will be auto-registered with the Orchestra URLs, but for
# now we need to add them separately.
url(r'^orchestra/accounts/',
    include('registration.backends.default.urls')),

# Logout then login is not available as a standard django
# registration route.
url(r'^orchestra/accounts/logout_then_login/$',
    auth_views.logout_then_login,
    name='logout_then_login'),

# Orchestra URLs
url(r'^orchestra/',
    include('orchestra.urls', namespace='orchestra')),

# Beanstalk Dispatch URLs
url(r'^beanstalk_dispatch/',
    include('beanstalk_dispatch.urls')),





Finally, you’ll need to get the database set up. Create your database
with python manage.py migrate. You’ll also want to make sure you have an
initial worker account set up to try out example workflows. We’ve provided
several fixtures relevant for running our examples, which you can load with
python manage.py loaddata <FIXTURE_NAME>:


	‘demo_admin’: creates a single admin account (username: admin, password:
admin) suitable for logging in to the admin and managing the database.

	‘demo_worker’: creates a single worker (username: demo, password:
demo) suitable for running  the
simple demo workflow.

	‘journalism_workflow’: creates a number of accounts with certifications
suitable for running our more complicated
journalism workflow.



In addition, you can use the Orchestra admin
(http://127.0.0.1:8000/orchestra/admin) to create new users and certifications
of your own at any time once Orchestra is running.

Now Orchestra should be ready to go! If you’re confused about any of the above,
check out our barebones example project [https://github.com/unlimitedlabs/orchestra/tree/stable/example_project].




Run Orchestra

Now that Orchestra is configured, all that remains is to fire it up! Run your
Django project with python manage.py runserver (you’ll want to switch to
something more robust in production, of course), and navigate to
http://127.0.0.1:8000/orchestra/app in your favorite browser.

If you see the Orchestra sign-in page, your setup is working! Logging in as
the demo user we set up above should show you a dashboard with no available
tasks.




Run the Example Project Demo

To give you a feel for what it means to run an Orchestra workflow from end to
end, we’ve included a very simple example workflow with two steps, one
machine and one human. The machine step takes a URL and extracts a random
image from the page. The human step asks an expert to rate how “awesome” the
image is on a scale from one to five. If you’re interested in how we defined
the workflow, take a look at the code [https://raw.githubusercontent.com/unlimitedlabs/orchestra/stable/simple_workflow/workflow.py],
though we walk through a more interesting example in
this documentation.

We’ve written an interactive script to walk through this simple workflow. To
run it:


	Make sure you added simple_workflow to your INSTALLED_APPS setting
following the previous section.



	Pull down the script into your project’s root directory (your_project,
next to manage.py):

wget https://raw.githubusercontent.com/unlimitedlabs/orchestra/stable/example_project/interactive_simple_workflow_demo.py







	Run the script:

python interactive_simple_workflow_demo.py









The script will walk you through using the Orchestra Client API to create a new project based on the simple workflow, explaining
which API calls to use, what their output looks like, and how machine steps
interact with human steps and pass data back and forth.

If you don’t want to go to the trouble of running the script yourself, take a
look at the transcript of expected output.
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Example Use Case: The Newsroom

Below we’ll walk you through an example of how Orchestra could be used in a
newsroom by journalists, editors, and photographers to craft a story. The code
for this example can be found in our github repo [https://github.com/unlimitedlabs/orchestra/tree/stable/journalism_workflow].


The workflow

[image: _images/workflow.png]
The image above depicts our example workflow, which is composed of the
following steps:


	An editor finds a good story and sends a reporter off to investigate.

	The reporter writes up a draft article.

	A more experienced reporter then reviews the article and suggests
improvements.

	In parallel with the reporting step, a photographer captures photos for the
story.

	A senior photographer reviews the photos and selects the best ones.

	The selected photos are resized and recolored for display across different
media.

	Finally, a copy editor adds headlines and photo captions to complete the
story.



To make things work in practice, there’s also a hidden machine step at the
beginning of the workflow to set up some google documents and folders for
article writing and image storage.




Running the workflow


Setup

If you haven’t followed the getting started guide to
set up Orchestra yet, you should do that now. Also, make sure that
'journalism_workflow' is in your INSTALLED_APPS setting.

The journalism workflow requires Google Apps integration to run,
so make sure in orchestra_settings.py you set settings.GOOGLE_APPS to
True, and fill in values for settings.GOOGLE_SERVICE_EMAIL,
settings.GOOGLE_P12_PATH, and settings.GOOGLE_PROJECT_ROOT_ID. Set up
and correct values for those settings are described in the Google Apps
documentation [https://developers.google.com/drive/web/delegation].

Next, make sure you have the journalism workflow fixtures installed by running
(if you haven’t already) python manage.py loaddata journalism_workflow. This
will create the following accounts:


	username: journalism-editor, password: editor. A worker with
editor certification.

	username: journalism-reporter-1, password: reporter. A worker
with entry-level reporter certification.

	username: journalism-reporter-2, password: reporter. A worker
with review-level reporter certification.

	username: journalism-photographer-1, password: photographer. A
worker with entry-level photographer certification.

	username: journalism-photographer-2, password: photographer. A
worker with review-level photographer certification.

	username: journalism-copy-editor, password: copy-editor. A worker
with copy_editor certification.



Finally, we’ve included a management script to start and monitor the workflow.
Download it to the directory of your project next to manage.py with:

wget https://raw.githubusercontent.com/unlimitedlabs/orchestra/stable/example_project/journalism_workflow_ctl.py








Start the workflow

To start the workflow:


	Make sure Orchestra is running with python manage.py runserver.



	In another tab, run:

python journalism_workflow_ctl –new





This will take a bit (because it is automatically running the document
creation workflow step), but will eventually return a project id (probably
1), which you should store for future use, and output JSON info about
the project.




Complete the steps

To navigate the workflow, first log in as the journalism-editor user and
request a new task. The interface should look like the image below:

[image: _images/editor.png]
Fill out the high-level story idea and submit the task.

Next, log in as the journalism-reporter-1 worker, and you should now have
a reporting task available. The interface looks like the image below–use the
google doc to write your article.

[image: _images/reporter.png]
When you submit, you’ll note that the task appears in the ‘Awaiting Review’
section. That’s your cue to log in as journalism-reporter-2 and review the
work. Once you’re satisfied with it, accept it.

In parallel to logging in as a reporter, you can log in as
journalism-photographer-1 and journalism-photographer-2 to take and
review photographs relevant to the article. You should see an interface like the
image below, which encourages you to add photos to a shared ‘Raw Photos’ folder.
The interface should look like the below:

[image: _images/photographer.png]
Once you’ve accepted the photography as journalism-photographer-2, the
machine task to auto-process the photos should run. Our implementation simply
makes any images in ‘Raw Photos’ greyscale, but you could imagine more
complicated adjustments.

Finally, log in as journalism-copy-editor to give the article a headline
and caption the photos. You should observe that your photos have been greyscaled
as desired, as in the image below:

[image: _images/copy_editor.png]
Once you submit the task, the workflow is done! You’ve successfully
coordinated 6 expert workers and 2 machine tasks to tell a story.




Verify the final JSON output

You’ll note that our workflow didn’t actually lay the article out in its final
print or electronic form. That’s because, in reality, this workflow would have
been kicked off by a newsroom’s content management system with auto-layout
capabilities based on the JSON the project produced. To see the JSON that the
workflow produces for input into such a system, run:

python journalism_workflow_ctl --finish -p <PROJECT_ID>





where <PROJECT_ID> is the project id you were given when you created the
project.

You should see output like:

{'articleDocument': 'https://docs.google.com/document/d/someid',
 'headline': 'Your Headline',
 'photos': [{'caption': 'Your Caption 1',
             'src': 'https://docs.google.com/uc?id=someid'},
            {'caption': 'Your Caption 2',
             'src': 'htps://docs.google.com/uc?id=someid2'},
             ...
            ]
 }





which summarizes all of the work accomplished in the workflow.






The code

All of the code used to create the new room workflow is located in our
github repo [https://github.com/unlimitedlabs/orchestra/tree/stable/journalism_workflow].
There are three main components to the code: The workflow definition, the
interface implementations for the human steps, and the python code for the
machine steps.


The workflow definition

The workflow is defined in journalism_workflow/workflow.py [https://github.com/unlimitedlabs/orchestra/blob/stable/journalism_workflow/workflow.py].
It declaratively defines the steps listed above, in programmatic form.

First, we define the workflow with a name and short description:

from orchestra.workflow import Workflow

journalism_workflow = Workflow(
  slug='journalism',
  name='Journalism Workflow',
  description='Create polished newspaper articles from scratch.',
)





Then, we add the steps of the workflow. Check out the source [https://github.com/unlimitedlabs/orchestra/blob/stable/journalism_workflow/workflow.py]
for all of the step definitions, but here we’ll list two.

Below is the definition of the human step that takes an editor’s story idea and
asks a reporter to write an article based on it:

from orchestra.workflow import Step

# A reporter researches and drafts an article based on the editor's idea
reporter_step = Step(
  slug='reporting',
  name='Reporting',
  description='Research and draft the article text',
  worker_type=Step.WorkerType.HUMAN,
  creation_depends_on=[editor_step],
  required_certifications=['reporter'],
  user_interface={
    'javascript_includes': [
      '/static/journalism_workflow/reporter/js/modules.js',
      '/static/journalism_workflow/reporter/js/controllers.js',
      '/static/journalism_workflow/reporter/js/directives.js',
    ],
    'stylesheet_includes': [],
    'angular_module': 'journalism_workflow.reporter.module',
    'angular_directive': 'reporter',
  },

  # A senior reporter should review the article text.
  review_policy={
    'policy': 'sampled_review',
    'rate': 1,        # review all tasks
    'max_reviews': 1  # exactly once
  },
)
journalism_workflow.add_step(reporter_step)





Note that we’ve specified step dependencies with creation_depends_on,
required worker skills with required_certifications, and user interface
javascript files with user_interface. In addition, we’ve asked that all
reporters have their work reviewed by a senior reporter by specifying a
sampled review_policy with a rate of 100% (rate goes from 0 to 1).
Finally, we add the step to our workflow with
journalism_workflow.add_step(reporter_step).

Next, we show a machine step, in this case the step that takes our
photographers’ output (a directory of images), and processes those images for
layout:

photo_adjustment_step = Step(
  slug='photo_adjustment',
  name='Photo Adjustment',
  description='Automatically crop and rescale images',
  worker_type=Step.WorkerType.MACHINE,
  creation_depends_on=[photographer_step],
  function=autoadjust_photos,
)
journalism_workflow.add_step(photo_adjustment_step)





The basic arguments are similar, but we specify the step type as
Step.WorkerType.MACHINE, and insead of a user interface, we pass a python
function to execute (autoadjust_photos() here).




The interface implementations

In order for our workflows to be usable by experts, we need to display an
interface for each human step. Orchestra uses angular.js [https://angularjs.org/] for all of our interfaces. The interfaces all live
under journalism_workflow/static/journalism_workflow [https://github.com/unlimitedlabs/orchestra/tree/stable/journalism_workflow/static/journalism_workflow].

Remember that in our workflow definition, we specified
user interfaces with a JSON object that looked like this:

user_interface={
  'javascript_includes': [
    '/static/journalism_workflow/editor/js/modules.js',
    '/static/journalism_workflow/editor/js/controllers.js',
    '/static/journalism_workflow/editor/js/directives.js',
  ],
  'stylesheet_includes': [],
  'angular_module': 'journalism_workflow.editor.module',
  'angular_directive': 'editor',
},





Orchestra will automatically inject the specified angular_directive into
the website, which should be implemented in the files listed in
javascript_includes. To have CSS available in your interface, just list
the file paths in stylesheet_includes.

An angular interface is composed of a few things: a controller [https://docs.angularjs.org/guide/controller] that sets up state
for the interface, a directive [https://docs.angularjs.org/guide/directive]
that injects the interface into a website, a module [https://docs.angularjs.org/guide/module] that registers the controllers and
directives, and a partial [https://docs.angularjs.org/guide/templates] that
contains an html template for the interface. The angular docs [https://docs.angularjs.org] do a better job of explaining these than we will,
but here are a couple of things to keep in mind:


	In our directives, we use:

scope: {
  taskAssignment: '=',
}





to ensure that the input data for a step is available (it will be
accessible at taskAssignment.task.data



	In our controllers, we use:

MyController.$inject = ['$scope', 'orchestraService'];





to ensure that the task data is passed to the controller.
orchestraService has useful convenience functions for dealing with the
task data like orchestraService.taskUtils.findPrerequisite($scope.taskAssignment, step_slug),
which will get the taskAssignment for the previous step called step_slug.





And of course, please refer to the newsroom workflow step interfaces [https://github.com/unlimitedlabs/orchestra/tree/stable/journalism_workflow/static/journalism_workflow]
as examples.




The machine steps

Our workflow has two machine steps, one for creating documents and folders [https://github.com/unlimitedlabs/orchestra/blob/stable/journalism_workflow/documents.py],
and one for adjusting images [https://github.com/unlimitedlabs/orchestra/blob/stable/journalism_workflow/adjust_photos.py].

A machine step is just a Python function with a simple signature:

def my_machine_step(project_data, prerequisites):
  # implement machine-y goodness
  return { 'output_data_key': 'value' }





It takes two arguments, a python dictionary containing global project data and
a python dictionary containing state from all prerequisite workflow steps (and
their prerequisites, and so on). The function can do whatever it likes, and
returns a JSON-encodable dictionary containing state that should be made
available to future steps (in the prerequisites argument for a machine
step, and in the angular scope for a human interface).

For example, our image adjustment step (in journalism_workflow/adjust_photos.py [https://github.com/unlimitedlabs/orchestra/blob/stable/journalism_workflow/adjust_photos.py])
gets the global project directory from project_data, uses Orchestra’s
Google Apps integration to create a new subfolder for processed photos,
downloads all the raw photos, uses pillow [https://python-pillow.github.io/]
to process them (for now it just makes them greyscale), then re-uploads them to
the new folder.









          

      

      

    


    
         Copyright 2015, Unlimited Labs.
      Created using Sphinx 1.3.1.
    

  

    
      Navigation

      
        	
          index

        	
          routing table |

        	
          modules |

        	
          next |

        	
          previous |

        	Orchestra 0.1.0 documentation 
 
      

    


    
      
          
            
  
Key Concepts

Let’s first recap our example reporting workflow:

[image: _images/workflow.png]

	An editor finds a good story and sends a reporter off to investigate.

	The reporter writes up a draft article.

	A more experienced reporter then reviews the article and suggests improvements.

	In parallel with the reporting step, a photographer captures photos for the story.

	A senior photographer reviews the photos and selects the best ones.

	The selected photos are resized and recolored for display across different media.

	Finally, a copy editor adds headlines and photo captions to complete the story.



We’ll now walk you through major Orchestra concepts based on the example above.


Workflows


	The entire process above is called a workflow, comprised of five component steps.

	Two of these steps require review, where more experienced experts review the original work performed. Custom review policies (e.g., sampled or systematic review) for tasks can be easily created in Orchestra.

	The photo resizing step is a machine step, completed by automation rather than by experts.

	Each step emits a JSON blob with structured data generated by either humans or machines.

	Steps have access to data emitted by previous steps that they depend on. In the example, the copy editor has access to both the story and the resized photos.






Project Distribution


	Projects are a series of interconnected tasks. A project is an instance of a workflow; a task is an instance of a step.
	An editor with a story about local elections would create an elections project, with tasks for a reporter/photographer/copy editor.





	Tasks are carried out by an expert or by a machine.
	Photographers capture the story.

	Machines resize and recolor the photos.





	Experts can come from anywhere, from a company’s employees to freelancers on platforms like Upwork.






Hierarchical Review


	Core experts do the initial work on a task.

	Reviewers provide feedback to other experts to make their work even better.

	The core expert submits the task when their work is complete.

	The reviewer can choose to accept the task, which is either selected for further review or marked as complete.

	They could also choose to return the task, requesting changes from and giving feedback to the worker they are reviewing.






Worker Certification


	Certifications allow experts to work on tasks they’re great at.

	Experts can work toward all sorts of certifications, picking up practice tasks to build experience.
	Joseph is a solid reporter but needs a little more practice as a photographer—let’s give him some simple tasks so he can improve!





	Experts need additional certification to work in a reviewer role.
	Amy has been reporting for quite some time and would be great at mentoring new reporters.










Life of a Task

Below are two images of the Orchestra dashboard, the launching point for expert workers.
Click to see how tasks move differently across the dashboard for core workers and reviewers.


Core Expert

A core expert performs initial task work which will later be reviewed. The diagram below shows a task’s movement through the core worker’s dashboard.

[image: _images/core_lifecycle.jpg]



Reviewer

A reviewer evaluates the core expert’s work and provides feedback. The diagram below shows a task’s movement through a reviewer’s dashboard.

[image: _images/reviewer_lifecycle.jpg]
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Our Motivation

Unlimited Labs [http://unlimitedlabs.com/] has open sourced Orchestra as part of our goal to build a brighter future of work.

We are a startup based in NYC that is passionate about improving how people do creative and analytical work. We have a strong team of engineers and designers who have worked extensively on systems that help people work productively online.

Beyond focusing on profit, we believe that the products and experiences we design should be considerate of their greater social context and impact. To stay true to these values, we are in the process of becoming a B-certified corporation [http://www.bcorporation.net/what-are-b-corps].
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How to contribute to Orchestra

So you want to get involved in developing Orchestra. Great! We’re excited to
have your support. This document lays down a few guidelines to help the whole
process run smoothly.


Getting involved

First, if you find a bug in the code or documentation, check out
our open issues [https://github.com/unlimitedlabs/orchestra/issues] and
pull requests [https://github.com/unlimitedlabs/orchestra/pulls] to see if
we’re already aware of the problem. Also feel free to reach out to us on
gitter [https://gitter.im/unlimitedlabs/orchestra] to answer questions at
any time, or subscribe to the Orchestra mailing list [https://groups.google.com/forum/#!forum/orchestra-devel] for longer
conversations.

If you’ve uncovered something new, please create an issue [https://github.com/unlimitedlabs/orchestra/issues] describing the problem.
If you’ve written code that fixes an issue, create a pull request [https://help.github.com/articles/creating-a-pull-request/] (PR) so it’s easy
for us to incorporate your changes.




Development Workflow

Github provides a nice overview on how to create a pull request [https://help.github.com/articles/creating-a-pull-request/].

Some general rules to follow:


	Do your work in a fork [https://help.github.com/articles/fork-a-repo/]
of the Orchestra repo.



	Create a branch for each feature/bug in Orchestra that you’re working on.
These branches are often called “feature” or “topic” branches.



	Use your feature branch in the pull request. Any changes that you push to
your feature branch will automatically be shown in the pull request.



	Keep your pull requests as small as possible. Large pull requests are hard to
review. Try to break up your changes into self-contained and incremental pull
requests, if need be, and reference dependent pull requests, e.g. “This pull
request builds on request #92. Please review #92 first.”



	Include unit tests with your pull request. We love tests and use CircleCI [https://circleci.com/] to check every pull request and commit.
Check out our tests in orchestra/tests to see examples of how to write
unit tests. Before submitting a PR, make sure that running make test from
the root directory of the repository succeeds.



	Additionally, we try to maintain high code coverage [https://en.wikipedia.org/wiki/Code_coverage]. To verify that your changes
are well-covered by tests, run make test_coverage, which will run the
tests, then print out percent coverage for each file in Orchestra. Aim for
100% for every new file you create!



	Once you submit a PR, you’ll get feedback on your code, sometimes asking for
a few rounds of changes before your PR is accepted. After each round of
comments, make changes accordingly, then squash all changes for that round
into a single commit with a name like ‘changes round 0’.



	After your PR is accepted, you should squash all of your changes into a
single commit before we can merge them into the main codebase.



	If your feature branch is not based off the latest master, you will be asked
to rebase it before it is merged. This ensures that the commit history is
linear, which makes the commit history easier to read.



	How do you rebase on to master, you ask? After syncing your fork against
the Orchestra master [https://help.github.com/articles/syncing-a-fork/],
run:

git checkout master
git pull
git checkout your-branch
git rebase master







	How do you squash changes, you ask? Easy:

git log
<find the commit hash that happened immediately before your first commit>
git reset --soft $THAT_COMMIT_HASH$
git commit -am "A commit message that summarizes all of your changes."
git push -f origin your-branch







	Remember to reference any issues that your pull request fixes in the commit
message, for example ‘Fixes #12’. This will ensure that the issue is
automatically closed when the PR is merged.








Quick Style Guide

We generally stick to PEP8 [http://legacy.python.org/dev/peps/pep-0008/]
for our coding style, use spaces for indenting, and make sure to wrap lines at
79 characters.

We have a linter built in to our test infrastructure, so make test
won’t succeed until the code is cleaned up. To run the linter standalone,
just run make lint. Of course, sometimes you’ll write code that will
never make the linter happy (for example, URL strings longer than 80
characters). In that case, just add a # noqa comment to the end of the line
to tell the linter to ignore it. But use this sparingly!
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API Reference


Client API

Endpoints for communicating with Orchestra.

All requests must be signed using HTTP signatures [http://tools.ietf.org/html/draft-cavage-http-signatures-03]:

from httpsig.requests_auth import HTTPSignatureAuth

auth = HTTPSignatureAuth(key_id=settings.ORCHESTRA_PROJECT_API_KEY,
                         secret=settings.ORCHESTRA_PROJECT_API_SECRET,
                         algorithm='hmac-sha256')
response = requests.get('https://www.example.com/orchestra/api/project/create_project', auth=auth)






	
POST /orchestra/api/project/create_project

	Creates a project with the given data and returns its ID.





	Query Parameters:

		
	project_id – The ID for the desired project.

	task_class – One of real or training to specify the task class type.

	workflow_slug – The slug corresponding to the desired project’s workflow.

	description – A short description of the project.

	priority – An integer describing the priority of the project, with higher numbers describing a greater priority.

	project_data – Other miscellaneous data with which to initialize the project.

	review_document_url – Team messages Google Doc for the project. ???









Example response:

{
  "project_id": 123,
}










	
POST /orchestra/api/project/project_information

	Retrieve detailed information about a given project.





	Query Parameters:

		
	project_id – The ID for the desired project.









Example response:

{
    "project": {
        "id": 123,
        "short_description": "Project Description",
        "priority": 10,
        "review_document_url": "http://review.document.url",
        "task_class": 1,
        "project_data": {
            "sample_data_item": "sample_data_value_new"
        },
        "workflow_slug": "sample_workflow_slug",
        "start_datetime": "2015-09-23T20:16:02.667288Z"
    },
    "steps": [
        ["sample_step_slug", "Sample step description"]
    ],
    "tasks": {
        "sample_step_slug": {
            "id": 456,
            "project": 123,
            "status": "Processing",
            "step_slug": "sample_step_slug",
            "latest_data": {
              "sample_data_item": "sample_data_value_new"
            },
            "assignments": [
                {
                    "id": 558,
                    "snapshots": {
                        "__version": 1,
                        "snapshots": [
                            {
                                "work_time_seconds": 3660,
                                "datetime": "2015-09-23T20:16:15.821171",
                                "data": {
                                    "sample_data_item": "sample_data_value_old",
                                    "__version": 1
                                },
                                "type": 0
                            }
                        ]
                    },
                    "worker": "sample_worker_username",
                    "task": 456,
                    "in_progress_task_data": {
                        "sample_data_item": "sample_data_value_new"
                    },
                    "status": "Processing",
                    "start_datetime": "2015-09-23T20:16:17.355291Z"
                }
            ]
        }
    }
}










	
GET /orchestra/api/project/workflow_types

	Return all stored workflows.

Example response:

{
  "workflows": {
                 "reporting": "A sample workflow for the newsroom."
               }
}
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Core Reference

Core reference still in progress.


Contents
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Workflow


	
class orchestra.workflow.Step(**kwargs)[source]

	Steps represent nodes on a workflow execution graph.


	
slug

	str

Unique identifier for the step.






	
name

	str

Human-readable name for the step.






	
description

	str

A longer description of the step.






	
worker_type

	orchestra.workflow.Step.WorkerType

Indicates whether the policy is for a human or machine.






	
creation_depends_on

	[str]

Slugs for steps on which this step’s creation depends.






	
submission_depends_on

	[str]

Slugs for steps on which this step’s submission depends.






	
function

	function

Function to execute during step. Should be present only for
machine tasks






	
required_certifications

	[str]

Slugs for certifications required for a worker to pick up
tasks based on this step.






	
class WorkerType[source]

	Specifies whether step is performed by human or machine










	
class orchestra.workflow.Workflow(**kwargs)[source]

	Workflows represent execution graphs of human and machine steps.


	
slug

	str

Unique identifier for the workflow.






	
name

	str

Human-readable name for the workflow.






	
description

	str

A longer description of the workflow.






	
steps

	dict

Steps comprising the workflow.






	
add_step(step)[source]

	Add step to the workflow.





	Parameters:	step (orchestra.workflow.Step) – The step to be added.




	Returns:	None




	Raises:	
	orchestra.core.errors.InvalidSlugValue –

Step slug should have fewer than 200 characters.



	orchestra.core.errors.SlugUniquenessError –

Step slug has already been used in this workflow.
















	
get_human_steps()[source]

	Return steps from the workflow with a human worker_type.





	Parameters:	None – 


	Returns:	steps –Steps from the workflow with a human worker_type..




	Return type:	[orchestra.workflow.Step]










	
get_step(slug)[source]

	Return the specified step from the workflow.





	Parameters:	slug (str) – The slug of the desired step.


	Returns:	step –The specified step from the workflow.




	Return type:	orchestra.workflow.Step










	
get_step_slugs()[source]

	Return all step slugs for the workflow.





	Parameters:	None – 


	Returns:	slugs –List of step slugs for the workflow.




	Return type:	[str]










	
get_steps()[source]

	Return all steps for the workflow.





	Parameters:	None – 


	Returns:	steps –List of steps for the workflow.




	Return type:	[orchestra.workflow.Step]














	
orchestra.workflow.get_default_policy(worker_type, policy_name)[source]

	Return the default value for a specified policy.





	Parameters:	
	worker_type (orchestra.workflow.Step.WorkerType) – Indicates whether the policy is for a human or machine.

	policy_name (str) – The specified policy identifier.






	Returns:	default_policy –

A dict containing the default policy for the worker type and
policy name specified.






	Return type:	dict












	
orchestra.workflow.get_step_choices()[source]

	Return step data formatted as choices for a model field.





	Parameters:	None – 


	Returns:	step_choices –A tuple of tuples containing each step slug and
human-readable name.




	Return type:	tuple










	
orchestra.workflow.get_workflow_by_slug(slug)[source]

	Return the workflow specified by slug.





	Parameters:	slug (str) – The slug of the desired workflow.


	Returns:	workflow –The corresponding workflow object.




	Return type:	orchestra.workflow.Workflow










	
orchestra.workflow.get_workflow_choices()[source]

	Return workflow data formatted as choices for a model field.





	Parameters:	None – 


	Returns:	workflow_choices –A tuple of tuples containing each workflow slug and
human-readable name.




	Return type:	tuple










	
orchestra.workflow.get_workflows()[source]

	Return all stored workflows.





	Parameters:	None – 


	Returns:	workflows –A dict of all workflows keyed by slug.




	Return type:	[orchestra.workflow.Workflow]












Models


	
class orchestra.models.Certification(*args, **kwargs)[source]

	Certifications allow workers to perform different types of tasks.


	
slug

	str

Unique identifier for the certification.






	
name

	str

Human-readable name for the certification.






	
description

	str

A longer description of the certification.






	
required_certifications

	[orchestra.models.Certification]

Prerequisite certifications for possessing this one.










	
class orchestra.models.Project(*args, **kwargs)[source]

	A project is a collection of tasks representing a workflow.


	
status

	orchestra.models.Project.Status

Represents whether the project is being actively worked on.






	
workflow_slug

	str

Identifies the workflow that the project represents.






	
start_datetime

	datetime.datetime

The time the project was created.






	
priority

	int

Represents the relative priority of the project.






	
task_class

	int

Represents whether the project is a worker training exercise
or a deliverable project.






	
review_document_url

	str

The URL for the review document to be passed between workers
and reviwers for the project’s tasks.






	
slack_group_id

	str

The project’s internal Slack group ID if Slack integration
is enabled.










	
class orchestra.models.Task(*args, **kwargs)[source]

	A task is a cohesive unit of work representing a workflow step.


	
step_slug

	str

Identifies the step that the project represents.






	
project

	orchestra.models.Project

The project to which the task belongs.






	
status

	orchestra.models.Task.Status

Represents the task’s stage within its lifecycle.










	
class orchestra.models.TaskAssignment(*args, **kwargs)[source]

	A task assignment is a worker’s assignment for a given task.


	
start_datetime

	datetime.datetime

The time the project was created.






	
worker

	orchestra.models.Worker

The worker to whom the given task is assigned.






	
task

	orchestra.models.Task

The given task for the task assignment.






	
status

	orchestra.models.Project.Status

Represents whether the assignment is currently being worked
on.






	
assignment_counter

	int

Identifies the level of the assignment in the given task’s
review hierarchy (i.e., 0 represents an entry-level worker,
1 represents the task’s first reviewer, etc.).






	
in_progress_task_data

	str

A JSON blob containing the worker’s input data for the task
assignment.






	
snapshots

	str

A JSON blob containing saved snapshots of previous data from
the task assignment.






	Constraints:

	task and assignment_counter are taken to be unique_together.

Task assignments for machine-type tasks cannot have a worker,
while those for human-type tasks must have one.










	
class orchestra.models.Worker(*args, **kwargs)[source]

	Workers are human experts within the Orchestra ecosystem.


	
user

	django.contrib.auth.models.User

Django user whom the worker represents.






	
start_datetime

	datetime.datetime

The time the worker was created.






	
slack_username

	str

The worker’s Slack username if Slack integration is enabled.










	
class orchestra.models.WorkerCertification(*args, **kwargs)[source]

	A WorkerCertification maps a worker to a certification they possess.


	
certification

	orchestra.models.Certification

Certification belonging to the corresponding worker.






	
worker

	orchestra.models.Worker

Worker possessing the given certification.






	
task_class

	orchestra.models.WorkerCertification.TaskClass

Represents whether the worker is in training for the given
certification or prepared to work on real tasks.






	
role

	orchestra.models.WorkerCertification.Role

Represents whather the worker is an entry-level or review
worker for the given certification.






	Constraints:

	certification, worker, task_class, and role are taken
to be unique_together.

Worker must possess an entry-level WorkerCertification before
obtaining a reviewer one.












Task Lifecycle


	
orchestra.utils.task_lifecycle.assign_task(worker_id, task_id)[source]

	Return a given task after assigning or reassigning it to the specified
worker.





	Parameters:	
	worker_id (int) – The ID of the worker to be assigned.

	task_id (int) – The ID of the task to be assigned.






	Returns:	task –

The newly assigned task.






	Return type:	orchestra.models.Task




	Raises:	
	orchestra.core.errors.TaskAssignmentError –

The specified worker is already assigned to the given task
or the task status is not compatible with new assignment.



	orchestra.core.errors.WorkerCertificationError –

The specified worker is not certified for the given task.
















	
orchestra.utils.task_lifecycle.create_subsequent_tasks(project)[source]

	Create tasks for a given project whose dependencies have been
completed.





	Parameters:	project (orchestra.models.Project) – The project for which to create tasks.


	Returns:	project –The modified project object.




	Return type:	orchestra.models.Project










	
orchestra.utils.task_lifecycle.end_project(project_id)[source]

	Mark the specified project and its component tasks as aborted.





	Parameters:	project_id (int) – The ID of the project to abort.


	Returns:	None










	
orchestra.utils.task_lifecycle.get_new_task_assignment(worker, task_status)[source]

	Check if new task assignment is available for the provided worker
and task status; if so, assign the task to the worker and return the
assignment.





	Parameters:	
	worker (orchestra.models.Worker) – The worker submitting the task.

	task_status (orchestra.models.Task.Status) – The status of the desired new task assignment.






	Returns:	assignment –

The newly created task assignment.






	Return type:	orchestra.models.TaskAssignment




	Raises:	
	orchestra.core.errors.WorkerCertificationError –

No human tasks are available for the given task status
except those for which the worker is not certified.



	orchestra.core.errors.NoTaskAvailable –

No human tasks are available for the given task status.
















	
orchestra.utils.task_lifecycle.get_next_task_status(task, snapshot_type)[source]

	Given current task status and snapshot type provide new task status.
If the second level reviewer rejects a task then initial reviewer
cannot reject it further down, but must fix and submit the task.





	Parameters:	
	task (orchestra.models.Task) – The specified task object.

	task_status (orchestra.models.TaskAssignment.SnapshotType) – The action to take upon task submission (e.g., SUBMIT,
ACCEPT, REJECT).






	Returns:	next_status –

The next status of task, once the snapshot_type action
has been completed.






	Return type:	orchestra.models.Task.Status




	Raises:	orchestra.core.errors.IllegalTaskSubmission –

The snapshot_type action cannot be taken for the task in
its current status.












	
orchestra.utils.task_lifecycle.get_task_assignment_details(task_assignment)[source]

	Return various information about the specified task assignment.





	Parameters:	task_assignment (orchestra.models.TaskAssignment) – The specified task assignment.


	Returns:	task_assignment_details –Information about the specified task assignment.




	Return type:	dict










	
orchestra.utils.task_lifecycle.get_task_details(task_id)[source]

	Return various information about the specified task.





	Parameters:	task_id (int) – The ID of the desired task.


	Returns:	task_details –
Information about the specified task.


	Return type:	dict










	
orchestra.utils.task_lifecycle.get_task_overview_for_worker(task_id, worker)[source]

	Get information about task and its assignment for worker.





	Parameters:	
	task_id (int) – The ID of the desired task object.

	worker (orchestra.models.Worker) – The specified worker object.






	Returns:	task_assignment_details –

Information about task and its assignment for worker.






	Return type:	dict












	
orchestra.utils.task_lifecycle.previously_completed_task_data(task)[source]

	Returns a dict mapping task prerequisites onto their
latest task assignment information.  The dict is of the form:
{‘previous-slug’: {task_assignment_data}, ...}





	Parameters:	task (orchestra.models.Task) – The specified task object.


	Returns:	prerequisites –A dict mapping task prerequisites onto their latest task
assignment information..




	Return type:	dict










	
orchestra.utils.task_lifecycle.save_task(task_id, task_data, worker)[source]

	Save the latest data to the database for a task assignment,
overwriting previously saved data.





	Parameters:	
	task_id (int) – The ID of the task to save.

	task_data (str) – A JSON blob of task data to commit to the database.

	worker (orchestra.models.Worker) – The worker saving the task.






	Returns:	None




	Raises:	orchestra.core.errors.TaskAssignmentError –

The provided worker is not assigned to the given task or the
assignment is in a non-processing state.












	
orchestra.utils.task_lifecycle.submit_task(task_id, task_data, snapshot_type, worker, work_time_seconds)[source]

	Returns a dict mapping task prerequisites onto their
latest task assignment information.  The dict is of the form:
{‘previous-slug’: {task_assignment_data}, ...}





	Parameters:	
	task_id (int) – The ID of the task to submit.

	task_data (str) – A JSON blob of task data to submit.

	snapshot_type (orchestra.models.TaskAssignment.SnapshotType) – The action to take upon task submission (e.g., SUBMIT,
ACCEPT, REJECT).

	worker (orchestra.models.Worker) – The worker submitting the task.

	work_time_seconds (int) – The time taken by the worker on the latest iteration of
their task assignment.






	Returns:	task –

The modified task object.






	Return type:	orchestra.models.Task




	Raises:	
	orchestra.core.errors.IllegalTaskSubmission –

Submission prerequisites for the task are incomplete or the
assignment is in a non-processing state.



	orchestra.core.errors.TaskAssignmentError –

Worker belongs to more than one assignment for the given
task.



	orchestra.core.errors.TaskStatusError –

Task has already been completed.
















	
orchestra.utils.task_lifecycle.task_history_details(task_id)[source]

	Return assignment details for a specified task.





	Parameters:	task_id (int) – The ID of the desired task object.


	Returns:	details –A dictionary containing the current task assignment and an
in-order list of related task assignments.




	Return type:	dict










	
orchestra.utils.task_lifecycle.tasks_assigned_to_worker(worker)[source]

	Get all the tasks associated with worker.





	Parameters:	worker (orchestra.models.Worker) – The specified worker object.


	Returns:	tasks_assigned –A dict with information about the worker’s tasks, used in
displaying the Orchestra dashboard.




	Return type:	dict










	
orchestra.utils.task_lifecycle.update_related_assignment_status(task, assignment_counter, data)[source]

	Copy data to a specified task assignment and mark it as processing.





	Parameters:	
	task (orchestra.models.Task) – The task whose assignments will be updated.

	assignment_counter (int) – The index of the assignment to be updated.

	data (str) – A JSON blob containing data to add to the assignment.






	Returns:	None












	
orchestra.utils.task_lifecycle.worker_assigned_to_max_tasks(worker)[source]

	Check whether worker is assigned to the maximum number of tasks.





	Parameters:	worker (orchestra.models.Worker) – The specified worker object.


	Returns:	assigned_to_max_tasks –True if worker is assigned to the maximum number of tasks.




	Return type:	bool










	
orchestra.utils.task_lifecycle.worker_assigned_to_rejected_task(worker)[source]

	Check whether worker is assigned to a task that has been rejected.





	Parameters:	worker (orchestra.models.Worker) – The specified worker object.


	Returns:	assigned_to_rejected_task –True if worker is assigned to a task that has been rejected.




	Return type:	bool










	
orchestra.utils.task_lifecycle.worker_has_reviewer_status(worker, task_class=1)[source]

	Check whether worker is a reviewer for any certification for a
given task class.





	Parameters:	
	worker (orchestra.models.Worker) – The specified worker object.

	task_class (orchestra.models.WorkerCertification.TaskClass) – The specified task class.






	Returns:	has_reviwer_status –

True if worker is a reviewer for any certification for a
given task class.






	Return type:	bool












	
orchestra.utils.task_properties.all_workers(task)[source]

	Return all workers for a given task.





	Parameters:	task (orchestra.models.Task) – The specified task object.


	Returns:	all_workers –A list of all workers involved with task.




	Return type:	[orchestra.models.Worker]










	
orchestra.utils.task_properties.assignment_history(task)[source]

	Return all assignments for task ordered by assignment_counter.





	Parameters:	task (orchestra.models.Task) – The specified task object.


	Returns:	assignment_history –All assignments for task ordered by assignment_counter.




	Return type:	[orchestra.models.TaskAssignment]










	
orchestra.utils.task_properties.current_assignment(task)[source]

	Return the in-progress assignment for task.





	Parameters:	task (orchestra.models.Task) – The specified task object.


	Returns:	current_assignment –The in-progress assignment for task.




	Return type:	orchestra.models.TaskAssignment










	
orchestra.utils.task_properties.is_worker_assigned_to_task(worker, task)[source]

	Check if specified worker is assigned to the given task.





	Parameters:	
	worker (orchestra.models.Worker) – The specified worker object.

	task (orchestra.models.Task) – The given task object.






	Returns:	worker_assigned_to_task –

True if worker has existing assignment for the given task.






	Return type:	bool
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  Source code for orchestra.utils.task_properties

from orchestra.models import Task


[docs]def assignment_history(task):
    """
    Return all assignments for `task` ordered by `assignment_counter`.

    Args:
        task (orchestra.models.Task):
            The specified task object.

    Returns:
        assignment_history ([orchestra.models.TaskAssignment]):
            All assignments for `task` ordered by `assignment_counter`.
    """
    return task.assignments.order_by('assignment_counter')



[docs]def current_assignment(task):
    """
    Return the in-progress assignment for `task`.

    Args:
        task (orchestra.models.Task):
            The specified task object.

    Returns:
        current_assignment (orchestra.models.TaskAssignment):
            The in-progress assignment for `task`.
    """
    assignments = assignment_history(task)
    if task.status == Task.Status.POST_REVIEW_PROCESSING:
        # Get second-to-last assignment, since reviewer rejected
        return assignments.reverse()[1]
    else:
        return assignments.last()



[docs]def all_workers(task):
    """
    Return all workers for a given task.

    Args:
        task (orchestra.models.Task):
            The specified task object.

    Returns:
        all_workers ([orchestra.models.Worker]):
            A list of all workers involved with `task`.
    """
    return [assignment.worker for assignment in assignment_history(task).all()]



[docs]def is_worker_assigned_to_task(worker, task):
    """
    Check if specified worker is assigned to the given task.

    Args:
        worker (orchestra.models.Worker):
            The specified worker object.
        task (orchestra.models.Task):
            The given task object.

    Returns:
        worker_assigned_to_task (bool):
            True if worker has existing assignment for the given task.
    """
    return (task.assignments
            .filter(worker=worker)
            .exists())
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  Source code for orchestra.utils.task_lifecycle

import random
from datetime import datetime
from importlib import import_module

from django.conf import settings
from django.db import transaction

from orchestra.core.errors import AssignmentPolicyError
from orchestra.core.errors import IllegalTaskSubmission
from orchestra.core.errors import ModelSaveError
from orchestra.core.errors import NoTaskAvailable
from orchestra.core.errors import ReviewPolicyError
from orchestra.core.errors import TaskAssignmentError
from orchestra.core.errors import TaskDependencyError
from orchestra.core.errors import TaskStatusError
from orchestra.core.errors import WorkerCertificationError
from orchestra.models import Project
from orchestra.models import Task
from orchestra.models import TaskAssignment
from orchestra.models import Worker
from orchestra.models import WorkerCertification
from orchestra.slack import add_worker_to_project_team
from orchestra.utils.assignment_snapshots import empty_snapshots
from orchestra.utils.notifications import notify_status_change
from orchestra.utils.task_properties import assignment_history
from orchestra.utils.task_properties import current_assignment
from orchestra.utils.task_properties import is_worker_assigned_to_task
from orchestra.workflow import get_workflow_by_slug
from orchestra.workflow import Step

import logging
logger = logging.getLogger(__name__)


def _get_latest_task_data(task):
    """
    Return latest input data for a specified task.

    Args:
        task (orchestra.models.Task):
            The task object for which to retrieve data.

    Returns:
        latest_data (str):
            A serialized JSON blob containing the latest input data.
    """
    active_assignment = (task.assignments
                         .filter(status=TaskAssignment.Status.PROCESSING))
    if active_assignment.exists():
        assignment = active_assignment[0]
    else:
        assignment = (task.assignments.all()
                      .order_by('-assignment_counter').first())
    if not assignment:
        return None

    latest_data = assignment.in_progress_task_data
    return latest_data


[docs]def worker_assigned_to_max_tasks(worker):
    """
    Check whether worker is assigned to the maximum number of tasks.

    Args:
        worker (orchestra.models.Worker):
            The specified worker object.

    Returns:
        assigned_to_max_tasks (bool):
            True if worker is assigned to the maximum number of tasks.
    """
    # # TODO(jrbotros): allow per-user exception to task limit
    # return (TaskAssignment.objects
    #         .filter(worker=worker,
    #                 status=TaskAssignment.Status.PROCESSING,
    #                 task__status=Task.Status.PROCESSING)
    #         .count()) >= settings.ORCHESTRA_MAX_IN_PROGRESS_TASKS
    assigned_to_max_tasks = False
    return assigned_to_max_tasks



[docs]def worker_assigned_to_rejected_task(worker):
    """
    Check whether worker is assigned to a task that has been rejected.

    Args:
        worker (orchestra.models.Worker):
            The specified worker object.

    Returns:
        assigned_to_rejected_task (bool):
            True if worker is assigned to a task that has been rejected.
    """
    assigned_to_rejected_task = (
        TaskAssignment.objects
                      .filter(worker=worker,
                              status=TaskAssignment.Status.PROCESSING,
                              task__status=Task.Status.POST_REVIEW_PROCESSING)
                      .exists()
    )
    return assigned_to_rejected_task



[docs]def worker_has_reviewer_status(worker,
                               task_class=WorkerCertification.TaskClass.REAL):
    """
    Check whether worker is a reviewer for any certification for a
    given task class.

    Args:
        worker (orchestra.models.Worker):
            The specified worker object.
        task_class (orchestra.models.WorkerCertification.TaskClass):
            The specified task class.

    Returns:
        has_reviwer_status (bool):
            True if worker is a reviewer for any certification for a
            given task class.
    """
    has_reviwer_status = (
        WorkerCertification.objects
                           .filter(worker=worker,
                                   role=WorkerCertification.Role.REVIEWER,
                                   task_class=task_class)
                           .exists())
    return has_reviwer_status



def _worker_certified_for_task(worker, task, role,
                               task_class=WorkerCertification.TaskClass.REAL):
    """
    Check whether worker is certified for a given task, role, and task
    class.

    Args:
        worker (orchestra.models.Worker):
            The specified worker object.
        task (orchestra.models.Task):
            The specified task object.
        task_class (orchestra.models.WorkerCertification.TaskClass):
            The specified task class.

    Returns:
        certified_for_task (bool):
            True if worker is certified for a given task, role, and task
            class.
    """
    workflow = get_workflow_by_slug(task.project.workflow_slug)
    step = workflow.get_step(task.step_slug)

    match_count = (
        WorkerCertification
        .objects
        .filter(worker=worker,
                role=role,
                task_class=task_class,
                certification__slug__in=step.required_certifications)
        .count())
    certified_for_task = len(step.required_certifications) == match_count
    return certified_for_task


def _role_required_to_assign(task):
    """
    Return the role required to assign or reassign a task, and a flag to
    indicate whether the task requires reassignment.

    Args:
        task (orchestra.models.Task):
            The specified task object.

    Returns:
        required_role (orchestra.models.WorkerCertification.Role):
            Role required to assign or reassign the task.
        needs_reassign (bool):
            True if the task requires reassignment.
    """
    post_review_role = WorkerCertification.Role.ENTRY_LEVEL
    final_role = WorkerCertification.Role.ENTRY_LEVEL
    assignment_count = task.assignments.count()
    if assignment_count > 2:
        # Role required to reassign post-review processing tasks
        post_review_role = WorkerCertification.Role.REVIEWER
    if assignment_count > 1:
        # Role required to reassign complete and aborted tasks
        final_role = WorkerCertification.Role.REVIEWER

    roles = {
        Task.Status.AWAITING_PROCESSING: WorkerCertification.Role.ENTRY_LEVEL,
        Task.Status.PENDING_REVIEW: WorkerCertification.Role.REVIEWER
    }
    reassigns = {
        Task.Status.PROCESSING: WorkerCertification.Role.ENTRY_LEVEL,
        Task.Status.REVIEWING: WorkerCertification.Role.REVIEWER,
        Task.Status.POST_REVIEW_PROCESSING: post_review_role,
        Task.Status.COMPLETE: final_role
    }

    # If task rejected from higher-level reviewer to a lower-level one, it can
    # only be reassigned to a reviewer
    required_role, needs_reassign = roles.get(task.status, None), False
    if required_role is None:
        required_role, needs_reassign = reassigns.get(task.status, None), True
    if required_role is None:
        raise TaskStatusError('Task status not found.')
    return required_role, needs_reassign


# TODO(jrbotros): make this accept worker_id, task_id instead
@transaction.atomic
[docs]def assign_task(worker_id, task_id):
    """
    Return a given task after assigning or reassigning it to the specified
    worker.

    Args:
        worker_id (int):
            The ID of the worker to be assigned.
        task_id (int):
            The ID of the task to be assigned.

    Returns:
        task (orchestra.models.Task):
            The newly assigned task.

    Raises:
        orchestra.core.errors.TaskAssignmentError:
            The specified worker is already assigned to the given task
            or the task status is not compatible with new assignment.
        orchestra.core.errors.WorkerCertificationError:
            The specified worker is not certified for the given task.
    """
    worker = Worker.objects.get(id=worker_id)
    task = Task.objects.get(id=task_id)
    required_role, requires_reassign = _role_required_to_assign(task)
    assignment = current_assignment(task)
    if not _worker_certified_for_task(worker, task, required_role):
        raise WorkerCertificationError('Worker not certified for this task.')
    if is_worker_assigned_to_task(worker, task):
        raise TaskAssignmentError('Worker already assigned to this task.')

    # If task is currently in progress, reassign it
    if requires_reassign:
        assignment.worker = worker
        assignment.save()
        add_worker_to_project_team(worker, task.project)
        return task

    # Otherwise, create new assignment
    assignment_counter = task.assignments.count()
    in_progress_task_data = {}

    if required_role == WorkerCertification.Role.REVIEWER:
        # In-progress task data is the latest
        # submission by a previous worker
        in_progress_task_data = assignment.in_progress_task_data

    previous_status = task.status
    if previous_status == Task.Status.AWAITING_PROCESSING:
        task.status = Task.Status.PROCESSING
    elif previous_status == Task.Status.PENDING_REVIEW:
        task.status = Task.Status.REVIEWING
    else:
        raise TaskAssignmentError('Status incompatible with new assignment')
    task.save()

    (TaskAssignment.objects
        .create(worker=worker,
                task=task,
                status=TaskAssignment.Status.PROCESSING,
                assignment_counter=assignment_counter,
                in_progress_task_data=in_progress_task_data,
                snapshots=empty_snapshots()))

    add_worker_to_project_team(worker, task.project)
    notify_status_change(task, previous_status)
    return task



[docs]def get_task_details(task_id):
    """
    Return various information about the specified task.

    Args:
        task_id (int): The ID of the desired task.

    Returns:
        task_details (dict): Information about the specified task.
    """
    task = Task.objects.get(id=task_id)
    workflow = get_workflow_by_slug(task.project.workflow_slug)
    step = workflow.get_step(task.step_slug)
    prerequisites = previously_completed_task_data(task)

    task_details = {
        'workflow': {
            'slug': workflow.slug,
            'name': workflow.name
        },
        'step': {
            'slug': step.slug,
            'name': step.name
        },
        'task_id': task.id,
        'project': {
            'id': task.project.id,
            'details': task.project.short_description,
            'review_document_url': task.project.review_document_url,
            'project_data': task.project.project_data
        },
        'prerequisites': prerequisites
    }
    return task_details



[docs]def get_task_assignment_details(task_assignment):
    """
    Return various information about the specified task assignment.

    Args:
        task_assignment (orchestra.models.TaskAssignment):
            The specified task assignment.

    Returns:
        task_assignment_details (dict):
            Information about the specified task assignment.
    """
    reviewer_task_assignment = (
        TaskAssignment.objects.filter(
            task=task_assignment.task)
        .order_by('-assignment_counter')[0])
    task_assignment_details = {
        'task': {
            'data': task_assignment.in_progress_task_data,
            'status': (dict(Task.STATUS_CHOICES)
                       [task_assignment.task.status])
        },
        'status': (dict(TaskAssignment.STATUS_CHOICES)
                   [task_assignment.status]),
        'is_reviewer': (
            task_assignment.id == reviewer_task_assignment.id and
            task_assignment.assignment_counter > 0),
        'is_read_only': (
            task_assignment.status != TaskAssignment.Status.PROCESSING),
        'work_times_seconds': [
            snapshot['work_time_seconds']
            for snapshot in task_assignment.snapshots['snapshots']]
    }
    return task_assignment_details



[docs]def get_task_overview_for_worker(task_id, worker):
    """
    Get information about `task` and its assignment for `worker`.

    Args:
        task_id (int):
            The ID of the desired task object.
        worker (orchestra.models.Worker):
            The specified worker object.

    Returns:
        task_assignment_details (dict):
            Information about `task` and its assignment for `worker`.
    """
    task = Task.objects.get(id=task_id)
    if not is_worker_assigned_to_task(worker, task):
        raise TaskAssignmentError('Worker is not associated with task')
    task_details = get_task_details(task_id)

    task_assignment = TaskAssignment.objects.get(worker=worker,
                                                 task=task)
    task_assignment_details = get_task_assignment_details(task_assignment)
    task_assignment_details.update(task_details)
    return task_assignment_details



[docs]def tasks_assigned_to_worker(worker):
    """
    Get all the tasks associated with `worker`.

    Args:
        worker (orchestra.models.Worker):
            The specified worker object.

    Returns:
        tasks_assigned (dict):
            A dict with information about the worker's tasks, used in
            displaying the Orchestra dashboard.
    """
    valid_task_assignments = TaskAssignment.objects.exclude(
        task__status=Task.Status.ABORTED)

    # get all active task assignments for a user
    active_task_assignments = (
        valid_task_assignments
        .filter(
            worker=worker,
            status=TaskAssignment.Status.PROCESSING)
        .order_by('-task__project__priority',
                  'task__project__start_datetime'))

    inactive_task_assignments = (
        valid_task_assignments
        .filter(
            worker=worker,
            status=TaskAssignment.Status.SUBMITTED
        )
        .exclude(task__status=Task.Status.COMPLETE)
        .order_by('-task__project__priority',
                  'task__project__start_datetime'))

    inactive_processing_task_assignments = []
    inactive_review_task_assignments = []
    for task_assignment in inactive_task_assignments:
        if (
                valid_task_assignments
                .filter(
                    status=TaskAssignment.Status.PROCESSING,
                    task__id=task_assignment.task.id,
                    assignment_counter__lt=task_assignment.assignment_counter)
                .exists()):
            inactive_processing_task_assignments.append(task_assignment)
        else:
            inactive_review_task_assignments.append(task_assignment)

    # TODO(marcua): Do a better job of paginating than cutting off to the most
    # recent 20 tasks.
    complete_task_assignments = (
        valid_task_assignments
        .filter(worker=worker,
                task__status=Task.Status.COMPLETE)
        .order_by('-task__project__priority',
                  '-task__project__start_datetime')[:20])

    task_assignments_overview = {
        'returned': (
            active_task_assignments
            .filter(task__status=Task.Status.POST_REVIEW_PROCESSING)),
        'in_progress': (
            active_task_assignments
            .exclude(task__status=Task.Status.POST_REVIEW_PROCESSING)),
        'pending_review': inactive_review_task_assignments,
        'pending_processing': inactive_processing_task_assignments,
        'complete': complete_task_assignments}

    tasks_assigned = {}
    for state, task_assignments in iter(task_assignments_overview.items()):
        tasks_val = []
        for task_assignment in task_assignments:
            workflow = get_workflow_by_slug(
                task_assignment.task.project.workflow_slug)
            step = workflow.get_step(
                task_assignment.task.step_slug)
            # TODO(marcua): project should be workflow here, no?
            tasks_val.append({'id': task_assignment.task.id,
                              'step': step.name,
                              'project': workflow.name,
                              'detail':
                              task_assignment.task.project.short_description})
        tasks_assigned[state] = tasks_val
    return tasks_assigned



def _is_review_needed(task):
    """
    Determine if `task` will be reviewed according to its step policy.

    Args:
        task (orchestra.models.Task):
            The specified task object.

    Returns:
        review_needed (bool):
            True if review is determined to be needed according to the
            task's step policy.

    Raises:
        orchestra.core.errors.ReviewPolicyError:
            The specified review policy type is not supported.
    """
    workflow = get_workflow_by_slug(task.project.workflow_slug)
    step = workflow.get_step(task.step_slug)

    policy = step.review_policy.get('policy', None)
    sample_rate = step.review_policy.get('rate', None)
    max_reviews = step.review_policy.get('max_reviews', None)

    if (policy == 'sampled_review' and
            sample_rate is not None and
            max_reviews is not None):
        task_assignment_count = task.assignments.all().count()
        if max_reviews <= task_assignment_count - 1:
            return False
        return random.random() < sample_rate
    elif policy == 'no_review':
        return False
    else:
        raise ReviewPolicyError('Review policy incorrectly specified.')


[docs]def get_next_task_status(task, snapshot_type):
    """
    Given current task status and snapshot type provide new task status.
    If the second level reviewer rejects a task then initial reviewer
    cannot reject it further down, but must fix and submit the task.

    Args:
        task (orchestra.models.Task):
            The specified task object.
        task_status (orchestra.models.TaskAssignment.SnapshotType):
            The action to take upon task submission (e.g., SUBMIT,
            ACCEPT, REJECT).

    Returns:
        next_status (orchestra.models.Task.Status):
            The next status of `task`, once the `snapshot_type` action
            has been completed.

    Raises:
        orchestra.core.errors.IllegalTaskSubmission:
            The `snapshot_type` action cannot be taken for the task in
            its current status.
    """
    if snapshot_type == TaskAssignment.SnapshotType.SUBMIT:
        if task.status == Task.Status.PROCESSING:
            if _is_review_needed(task):
                return Task.Status.PENDING_REVIEW
            return Task.Status.COMPLETE
        elif task.status == Task.Status.POST_REVIEW_PROCESSING:
            return Task.Status.REVIEWING
        raise IllegalTaskSubmission('Worker can only submit a task.')
    elif snapshot_type == TaskAssignment.SnapshotType.REJECT:
        if task.status == Task.Status.REVIEWING:
            return Task.Status.POST_REVIEW_PROCESSING
        raise IllegalTaskSubmission('Only reviewer can reject the task.')
    elif snapshot_type == TaskAssignment.SnapshotType.ACCEPT:
        if task.status == Task.Status.REVIEWING:
            if _is_review_needed(task):
                return Task.Status.PENDING_REVIEW
            return Task.Status.COMPLETE
        raise IllegalTaskSubmission('Only reviewer can accept the task.')
    raise IllegalTaskSubmission('Unknown task state.')



def _check_worker_allowed_new_assignment(worker, task_status):
    """
    Check if the worker can be assigned to a new task.

    Args:
        worker (orchestra.models.Worker):
            The worker submitting the task.
        task_status (orchestra.models.Task.Status):
            The status of the desired new task assignment.

    Returns:
        allowed_new_assignment (bool):
            True if the worker can be assigned to a new task.

    Raises:
        orchestra.core.errors.TaskAssignmentError:
            Worker has pending reviewer feedback or is assigned to the
            maximum number of tasks.
        orchestra.core.errors.TaskStatusError:
            New task assignment is not permitted for the given status.
    """
    valid_statuses = [Task.Status.AWAITING_PROCESSING,
                      Task.Status.PENDING_REVIEW]
    if task_status not in valid_statuses:
        raise TaskStatusError('Invalid status for new task assignment.')
    elif worker_assigned_to_rejected_task(worker):
        raise TaskAssignmentError('Worker has pending reviewer feedback that '
                                  'must be addressed.')
    elif worker_assigned_to_max_tasks(worker):
        raise TaskAssignmentError('Worker assigned to max number of tasks.')


[docs]def get_new_task_assignment(worker, task_status):
    """
    Check if new task assignment is available for the provided worker
    and task status; if so, assign the task to the worker and return the
    assignment.

    Args:
        worker (orchestra.models.Worker):
            The worker submitting the task.
        task_status (orchestra.models.Task.Status):
            The status of the desired new task assignment.

    Returns:
        assignment (orchestra.models.TaskAssignment):
            The newly created task assignment.

    Raises:
        orchestra.core.errors.WorkerCertificationError:
            No human tasks are available for the given task status
            except those for which the worker is not certified.
        orchestra.core.errors.NoTaskAvailable:
            No human tasks are available for the given task status.
    """
    _check_worker_allowed_new_assignment(worker, task_status)

    tasks = (Task.objects
             .filter(status=task_status)
             .exclude(assignments__worker=worker)
             .order_by('-project__priority')
             .order_by('project__start_datetime'))

    certification_error = False
    for task in tasks.iterator():
        try:
            task = assign_task(worker.id, task.id)
            return current_assignment(task)
        except WorkerCertificationError:
            certification_error = True
        except ModelSaveError:
            # Machine task cannot have human worker; treat machine tasks as if
            # they do not exist
            pass

    if certification_error:
        raise WorkerCertificationError
    else:
        raise NoTaskAvailable('No task available for {}'.format(worker))



@transaction.atomic
[docs]def save_task(task_id, task_data, worker):
    """
    Save the latest data to the database for a task assignment,
    overwriting previously saved data.

    Args:
        task_id (int):
            The ID of the task to save.
        task_data (str):
            A JSON blob of task data to commit to the database.
        worker (orchestra.models.Worker):
            The worker saving the task.

    Returns:
        None

    Raises:
        orchestra.core.errors.TaskAssignmentError:
            The provided worker is not assigned to the given task or the
            assignment is in a non-processing state.
    """
    task = Task.objects.get(id=task_id)
    if not is_worker_assigned_to_task(worker, task):
        raise TaskAssignmentError('Worker is not associated with task')

    # Use select_for_update to prevent concurrency issues with submit_task.
    # See https://github.com/unlimitedlabs/orchestra/issues/2.
    assignment = (TaskAssignment.objects.select_for_update()
                                .get(task=task, worker=worker))

    if assignment.status != TaskAssignment.Status.PROCESSING:
        raise TaskAssignmentError('Worker is not allowed to save')

    assignment.in_progress_task_data = task_data
    assignment.save()



def _are_desired_steps_completed_on_project(desired_steps,
                                            project=None,
                                            completed_tasks=None):
    """
    Determines if `desired_steps` have already been completed on
    `project`. Either `project` or `completed_tasks` will be passed in,
    since the caller sometimes has one but not the other.

    Args:
        desired_steps ([orchestra.workflow.Step]):
            A list of steps to check for completion.
        project (orchestra.models.Project):
            The project to check for desired step completion,
            optionally passed in instead of a list of completed tasks.
        completed_tasks ([orchestra.models.Task]):
            A list of tasks to check for desired step completion,
            optionally passed in instead of a project.

    Returns:
        desired_steps_completed (bool):
            True if the desired steps have been completed for the given
            project or list of tasks.

    Raises:
        Exception: Either project or completed_tasks must be provided.
    """
    if completed_tasks is None:
        if project is None:
            raise Exception('Must provide either project or completed_tasks')
        completed_tasks = Task.objects.filter(status=Task.Status.COMPLETE,
                                              project=project)
    completed_step_slugs = {task.step_slug for task in completed_tasks}
    desired_steps_completed = (len({step.slug for step in desired_steps} -
                               completed_step_slugs) == 0)
    return desired_steps_completed


@transaction.atomic
[docs]def submit_task(task_id, task_data, snapshot_type, worker, work_time_seconds):
    """
    Returns a dict mapping task prerequisites onto their
    latest task assignment information.  The dict is of the form:
    {'previous-slug': {task_assignment_data}, ...}

    Args:
        task_id (int):
            The ID of the task to submit.
        task_data (str):
            A JSON blob of task data to submit.
        snapshot_type (orchestra.models.TaskAssignment.SnapshotType):
            The action to take upon task submission (e.g., SUBMIT,
            ACCEPT, REJECT).
        worker (orchestra.models.Worker):
            The worker submitting the task.
        work_time_seconds (int):
            The time taken by the worker on the latest iteration of
            their task assignment.

    Returns:
        task (orchestra.models.Task):
            The modified task object.

    Raises:
        orchestra.core.errors.IllegalTaskSubmission:
            Submission prerequisites for the task are incomplete or the
            assignment is in a non-processing state.
        orchestra.core.errors.TaskAssignmentError:
            Worker belongs to more than one assignment for the given
            task.
        orchestra.core.errors.TaskStatusError:
            Task has already been completed.
    """
    task = Task.objects.get(id=task_id)

    workflow = get_workflow_by_slug(task.project.workflow_slug)
    step = workflow.get_step(task.step_slug)
    if not _are_desired_steps_completed_on_project(step.submission_depends_on,
                                                   project=task.project):
        raise IllegalTaskSubmission('Submission prerequisites are not '
                                    'complete.')

    if task.status == Task.Status.COMPLETE:
        raise TaskStatusError('Task already completed')

    # Use select_for_update to prevent concurrency issues with save_task.
    # See https://github.com/unlimitedlabs/orchestra/issues/2.
    assignments = (TaskAssignment.objects.select_for_update()
                                 .filter(worker=worker, task=task))

    # Worker can belong to only one assignment for a given task.
    if not assignments.count() == 1:
        raise TaskAssignmentError(
            'Task assignment with worker is in broken state.')

    assignment = assignments[0]

    if assignment.status != TaskAssignment.Status.PROCESSING:
        raise IllegalTaskSubmission('Worker is not allowed to submit')

    next_status = get_next_task_status(task, snapshot_type)

    assignment.in_progress_task_data = task_data
    assignment.snapshots['snapshots'].append(
        {'data': assignment.in_progress_task_data,
         'datetime': datetime.utcnow().isoformat(),
         'type': snapshot_type,
         'work_time_seconds': work_time_seconds
         })

    assignment.status = TaskAssignment.Status.SUBMITTED
    assignment.save()
    previous_status = task.status
    task.status = next_status
    task.save()

    if task.status == Task.Status.REVIEWING:
        update_related_assignment_status(task,
                                         assignment.assignment_counter + 1,
                                         assignment.in_progress_task_data)
    elif task.status == Task.Status.POST_REVIEW_PROCESSING:
        update_related_assignment_status(task,
                                         assignment.assignment_counter - 1,
                                         assignment.in_progress_task_data)
    elif task.status == Task.Status.COMPLETE:
        create_subsequent_tasks(task.project)

    notify_status_change(task, previous_status)
    return task



[docs]def previously_completed_task_data(task):
    """
    Returns a dict mapping task prerequisites onto their
    latest task assignment information.  The dict is of the form:
    {'previous-slug': {task_assignment_data}, ...}

    Args:
        task (orchestra.models.Task): The specified task object.

    Returns:
        prerequisites (dict):
            A dict mapping task prerequisites onto their latest task
            assignment information..
    """
    workflow = get_workflow_by_slug(task.project.workflow_slug)
    step = workflow.get_step(task.step_slug)
    prerequisites = {}

    for required_step in step.creation_depends_on:
        required_task = Task.objects.get(step_slug=required_step.slug,
                                         project=task.project)
        if required_task.status != Task.Status.COMPLETE:
            raise TaskDependencyError('Task depenency is not satisfied')

        task_assignment = (required_task.assignments
                           .order_by('-assignment_counter')[0])

        task_details = get_task_details(required_task.id)
        task_assignment_details = get_task_assignment_details(task_assignment)
        task_assignment_details.update(task_details)

        # TODO(kkamalov): check for circular prerequisites
        prerequisites[required_task.step_slug] = task_assignment_details
    return prerequisites



[docs]def update_related_assignment_status(task, assignment_counter, data):
    """
    Copy data to a specified task assignment and mark it as processing.

    Args:
        task (orchestra.models.Task):
            The task whose assignments will be updated.
        assignment_counter (int):
            The index of the assignment to be updated.
        data (str):
            A JSON blob containing data to add to the assignment.

    Returns:
        None
    """
    assignment = (TaskAssignment.objects
                  .get(task=task,
                       assignment_counter=assignment_counter))
    assignment.in_progress_task_data = data
    assignment.status = TaskAssignment.Status.PROCESSING
    assignment.save()



[docs]def end_project(project_id):
    """
    Mark the specified project and its component tasks as aborted.

    Args:
        project_id (int): The ID of the project to abort.

    Returns:
        None
    """
    project = Project.objects.get(id=project_id)
    project.status = Project.Status.ABORTED
    project.save()
    for task in project.tasks.all():
        task.status = Task.Status.ABORTED
        task.save()
        notify_status_change(task, assignment_history(task))



def _preassign_workers(task):
    """
    Assign a new task to a worker according to its assignment policy,
    leaving the task unchanged if policy not present.

    Args:
        task (orchestra.models.Task):
            The newly created task to assign.

    Returns:
        task (orchestra.models.Task):
            The modified task object.

    Raises:
        orchestra.core.errors.AssignmentPolicyError:
            The specified assignment policy type is not supported or a
            machine step is given an assignment policy.
    """
    workflow = get_workflow_by_slug(task.project.workflow_slug)
    step = workflow.get_step(task.step_slug)

    policy = step.assignment_policy.get('policy')
    related_steps = step.assignment_policy.get('steps')

    if step.worker_type == Step.WorkerType.MACHINE:
        if policy:
            raise AssignmentPolicyError('Machine step should not have '
                                        'assignment policy.')
    elif (policy == 'previously_completed_steps'
            and related_steps is not None):
        task = _assign_worker_from_previously_completed_steps(task,
                                                              related_steps)
    elif policy == 'anyone_certified':
        # Leave the task in the awaiting processing pool
        pass
    else:
        raise AssignmentPolicyError('Assignment policy incorrectly specified.')
    return task


def _assign_worker_from_previously_completed_steps(task, related_steps):
    """
    Assign a new task to the entry-level worker of the specified tasks.
    If no worker can be assigned, return the unmodified task.

    Args:
        task (orchestra.models.Task):
            The newly created task to assign.
        related_steps ([orchestra.workflow.steps]):
            List of steps from which to attempt to assign a worker.

    Returns:
        task (orchestra.models.Task): The modified task object.

    Raises:
        orchestra.core.errors.AssignmentPolicyError:
            Machine steps cannot be included in an assignment policy.
    """
    workflow = get_workflow_by_slug(task.project.workflow_slug)
    for slug in related_steps:
        if workflow.get_step(slug).worker_type == Step.WorkerType.MACHINE:
            raise AssignmentPolicyError('Machine step should not be '
                                        'member of assignment policy')
    related_tasks = Task.objects.filter(step_slug__in=related_steps,
                                        project=task.project)
    for related_task in related_tasks:
        entry_level_assignment = assignment_history(related_task).first()
        if entry_level_assignment and entry_level_assignment.worker:
            try:
                return assign_task(entry_level_assignment.worker.id, task.id)
            except:
                # Task could not be assigned to related worker, try with
                # another related worker
                logger.warning('Tried to assign worker %s to step %s, for '
                               'which they are not certified',
                               entry_level_assignment.worker.id,
                               task.step_slug, exc_info=True)
    return task


# TODO(kkamalov): make a periodic job that runs this function periodically
[docs]def create_subsequent_tasks(project):
    """
    Create tasks for a given project whose dependencies have been
    completed.

    Args:
        project (orchestra.models.Project):
            The project for which to create tasks.

    Returns:
        project (orchestra.models.Project):
            The modified project object.
    """
    workflow = get_workflow_by_slug(project.workflow_slug)
    all_step_slugs = workflow.get_step_slugs()

    # get all completed tasks associated with a given project
    completed_tasks = Task.objects.filter(status=Task.Status.COMPLETE,
                                          project=project)
    completed_step_slugs = {task.step_slug for task in completed_tasks}
    for step_slug in all_step_slugs:
        if (step_slug in completed_step_slugs or
            Task.objects.filter(project=project,
                                step_slug=step_slug).exists()):
            continue
        step = workflow.get_step(step_slug)

        if _are_desired_steps_completed_on_project(
                step.creation_depends_on, completed_tasks=completed_tasks):
            # create new task and task_assignment
            task = Task(step_slug=step_slug,
                        project=project,
                        status=Task.Status.AWAITING_PROCESSING)
            task.save()

            _preassign_workers(task)

            if step.worker_type == Step.WorkerType.MACHINE:
                machine_step_scheduler_module = import_module(
                    settings.MACHINE_STEP_SCHEDULER[0])
                machine_step_scheduler_class = getattr(
                    machine_step_scheduler_module,
                    settings.MACHINE_STEP_SCHEDULER[1])

                machine_step_scheduler = machine_step_scheduler_class()
                machine_step_scheduler.schedule(project.id, step_slug)



[docs]def task_history_details(task_id):
    """
    Return assignment details for a specified task.

    Args:
        task_id (int):
            The ID of the desired task object.

    Returns:
        details (dict):
            A dictionary containing the current task assignment and an
            in-order list of related task assignments.
    """
    task = Task.objects.get(id=task_id)
    details = {
        'current_assignment': current_assignment(task),
        'assignment_history': assignment_history(task)
    }
    return details
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  Source code for orchestra.models

from datetime import datetime
from django.contrib.auth.models import User
from django.db import models
from jsonfield import JSONField

from orchestra.core.errors import ModelSaveError
from orchestra.workflow import get_workflow_choices
from orchestra.workflow import get_step_choices
from orchestra.workflow import get_workflow_by_slug
from orchestra.workflow import Step
from orchestra.utils.assignment_snapshots import load_snapshots


# TODO(marcua): Convert ManyToManyFields to django-hstore referencefields or
# wait for django-postgres ArrayFields in Django 1.8.


[docs]class Certification(models.Model):
    """
    Certifications allow workers to perform different types of tasks.

    Attributes:
        slug (str):
            Unique identifier for the certification.
        name (str):
            Human-readable name for the certification.
        description (str):
            A longer description of the certification.
        required_certifications ([orchestra.models.Certification]):
            Prerequisite certifications for possessing this one.
    """
    slug = models.CharField(max_length=200, unique=True)
    name = models.CharField(max_length=200)
    description = models.TextField()
    required_certifications = models.ManyToManyField('self',
                                                     blank=True)

    def __str__(self):
        return '{}'.format(self.slug)



[docs]class Worker(models.Model):
    """
    Workers are human experts within the Orchestra ecosystem.

    Attributes:
        user (django.contrib.auth.models.User):
            Django user whom the worker represents.
        start_datetime (datetime.datetime):
            The time the worker was created.
        slack_username (str):
            The worker's Slack username if Slack integration is enabled.
    """
    user = models.OneToOneField(User)
    start_datetime = models.DateTimeField(default=datetime.now)
    slack_username = models.CharField(max_length=200, blank=True, null=True)

    def __str__(self):
        return '{}'.format(self.user.username)



[docs]class WorkerCertification(models.Model):
    """
    A WorkerCertification maps a worker to a certification they possess.

    Attributes:
        certification (orchestra.models.Certification):
            Certification belonging to the corresponding worker.
        worker (orchestra.models.Worker):
            Worker possessing the given certification.
        task_class (orchestra.models.WorkerCertification.TaskClass):
            Represents whether the worker is in training for the given
            certification or prepared to work on real tasks.
        role (orchestra.models.WorkerCertification.Role):
            Represents whather the worker is an entry-level or review
            worker for the given certification.

    Constraints:
        `certification`, `worker`, `task_class`, and `role` are taken
        to be unique_together.

        Worker must possess an entry-level WorkerCertification before
        obtaining a reviewer one.
    """
    class Meta:
        unique_together = ('certification', 'worker', 'task_class', 'role')

    class TaskClass:
        TRAINING = 0
        REAL = 1

    TASK_CLASS_CHOICES = (
        (TaskClass.TRAINING, 'Training tasks'),
        (TaskClass.REAL, 'A real task'))

    # If a worker has a REVIEWER certification, then they must have
    # an ENTRY_LEVEL certification
    class Role:
        ENTRY_LEVEL = 0
        REVIEWER = 1

    ROLE_CHOICES = (
        (Role.ENTRY_LEVEL, 'Entry-level'),
        (Role.REVIEWER, 'Reviewer'))

    certification = models.ForeignKey(Certification)
    worker = models.ForeignKey(Worker, related_name='certifications')
    task_class = models.IntegerField(choices=TASK_CLASS_CHOICES)
    role = models.IntegerField(choices=ROLE_CHOICES)

    def __str__(self):
        return '{} - {} - {} - {}'.format(
            self.worker.user.username, self.certification.slug,
            dict(WorkerCertification.TASK_CLASS_CHOICES)[self.task_class],
            dict(WorkerCertification.ROLE_CHOICES)[self.role])

    def save(self, *args, **kwargs):
        if self.role == WorkerCertification.Role.REVIEWER:
            if not (WorkerCertification.objects
                    .filter(worker=self.worker, task_class=self.task_class,
                            certification=self.certification,
                            role=WorkerCertification.Role.ENTRY_LEVEL)
                    .exists()):
                raise ModelSaveError('You are trying to add a reviewer '
                                     'certification ({}) for a worker without '
                                     'an entry-level certification'
                                     .format(self))
        super(WorkerCertification, self).save(*args, **kwargs)



[docs]class Project(models.Model):
    """
    A project is a collection of tasks representing a workflow.

    Attributes:
        status (orchestra.models.Project.Status):
            Represents whether the project is being actively worked on.
        workflow_slug (str):
            Identifies the workflow that the project represents.
        start_datetime (datetime.datetime):
            The time the project was created.
        priority (int):
            Represents the relative priority of the project.
        task_class (int):
            Represents whether the project is a worker training exercise
            or a deliverable project.
        review_document_url (str):
            The URL for the review document to be passed between workers
            and reviwers for the project's tasks.
        slack_group_id (str):
            The project's internal Slack group ID if Slack integration
            is enabled.
    """
    class Status:
        ACTIVE = 0
        ABORTED = 2

    STATUS_CHOICES = (
        (Status.ACTIVE, 'Active'),
        (Status.ABORTED, 'Aborted'))

    status = models.IntegerField(choices=STATUS_CHOICES,
                                 default=Status.ACTIVE)

    workflow_slug = models.CharField(max_length=200,
                                     choices=get_workflow_choices())

    short_description = models.TextField()
    start_datetime = models.DateTimeField(auto_now_add=True)
    priority = models.IntegerField()
    project_data = JSONField(default={})
    task_class = models.IntegerField(
        choices=WorkerCertification.TASK_CLASS_CHOICES)
    review_document_url = models.URLField(null=True, blank=True)
    slack_group_id = models.CharField(max_length=200, null=True, blank=True)

    def __str__(self):
        return '{} ({})'.format(str(self.workflow_slug),
                                self.short_description)



[docs]class Task(models.Model):
    """
    A task is a cohesive unit of work representing a workflow step.

    Attributes:
        step_slug (str):
            Identifies the step that the project represents.
        project (orchestra.models.Project):
            The project to which the task belongs.
        status (orchestra.models.Task.Status):
            Represents the task's stage within its lifecycle.
    """
    class Status:
        AWAITING_PROCESSING = 0
        PROCESSING = 1
        PENDING_REVIEW = 2
        REVIEWING = 3
        POST_REVIEW_PROCESSING = 4
        COMPLETE = 5
        ABORTED = 6

    STATUS_CHOICES = (
        (Status.AWAITING_PROCESSING, 'Awaiting Processing'),
        (Status.PROCESSING, 'Processing'),
        (Status.PENDING_REVIEW, 'Pending Review'),
        (Status.REVIEWING, 'Reviewing'),
        (Status.POST_REVIEW_PROCESSING, 'Post-review Processing'),
        (Status.ABORTED, 'Aborted'),
        (Status.COMPLETE, 'Complete'))

    step_slug = models.CharField(max_length=200,
                                 choices=get_step_choices())
    project = models.ForeignKey(Project, related_name='tasks')
    status = models.IntegerField(choices=STATUS_CHOICES)

    def __str__(self):
        return '{} - {}'.format(str(self.project), str(self.step_slug))



[docs]class TaskAssignment(models.Model):
    """
    A task assignment is a worker's assignment for a given task.

    Attributes:
        start_datetime (datetime.datetime):
            The time the project was created.
        worker (orchestra.models.Worker):
            The worker to whom the given task is assigned.
        task (orchestra.models.Task):
            The given task for the task assignment.
        status (orchestra.models.Project.Status):
            Represents whether the assignment is currently being worked
            on.
        assignment_counter (int):
            Identifies the level of the assignment in the given task's
            review hierarchy (i.e., 0 represents an entry-level worker,
            1 represents the task's first reviewer, etc.).
        in_progress_task_data (str):
            A JSON blob containing the worker's input data for the task
            assignment.
        snapshots (str):
            A JSON blob containing saved snapshots of previous data from
            the task assignment.

    Constraints:
        `task` and `assignment_counter` are taken to be unique_together.

        Task assignments for machine-type tasks cannot have a `worker`,
        while those for human-type tasks must have one.
    """
    class Meta:
        unique_together = ('task', 'assignment_counter')

    class SnapshotType:
        SUBMIT = 0
        ACCEPT = 1
        REJECT = 2

    class Status:
        PROCESSING = 0
        SUBMITTED = 1

    STATUS_CHOICES = (
        (Status.PROCESSING, 'Processing'),
        (Status.SUBMITTED, 'Submitted'))

    start_datetime = models.DateTimeField(auto_now_add=True)
    worker = models.ForeignKey(Worker,
                               null=True,
                               blank=True)
    task = models.ForeignKey(Task, related_name='assignments')

    status = models.IntegerField(choices=STATUS_CHOICES)

    # Counter of a worker assigned to the task
    assignment_counter = models.IntegerField(default=0)

    # Opaque field that stores current state of task as per the Step's
    # description
    in_progress_task_data = JSONField()

    # When a worker submits, accepts, or rejects a task, we snapshot their
    # in_workflow_task_data along with the date in the following format:
    # {'snapshots': [
    #   {'data': snapshotted_task_data,
    #    'datetime': ISO 8601 datetime in UTC time,
    #    'work_time_seconds': integer seconds,
    #    'type': value from SnapshotType}]
    #  '__version': 1}
    snapshots = JSONField()

    def save(self, *args, **kwargs):
        workflow = get_workflow_by_slug(self.task.project.workflow_slug)
        step = workflow.get_step(self.task.step_slug)
        if step.worker_type == Step.WorkerType.HUMAN:
            if self.worker is None:
                raise ModelSaveError('Worker has to be present '
                                     'if worker type is Human')
        else:
            if self.worker is not None:
                raise ModelSaveError('Worker should not be assigned '
                                     'if worker type is Machine')

        super(TaskAssignment, self).save(*args, **kwargs)


# Attach a post-init signal to TaskAssigment.  Every
# TaskAssignment that gets constructed will now call
# this post-init signal after loading from the database
# (or memory).  We run `load_snapshots` after loading from
# the database so that we can migrate old JSON task assignment
# snapshots.

def task_assignment_post_init(sender, instance, **kwargs):
    instance.snapshots = load_snapshots(instance.snapshots)
models.signals.post_init.connect(
    task_assignment_post_init, sender=TaskAssignment)
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  Source code for orchestra.workflow

from importlib import import_module

from django.conf import settings

from orchestra.core.errors import InvalidSlugValue
from orchestra.core.errors import SlugUniquenessError


[docs]class Workflow():
    """
    Workflows represent execution graphs of human and machine steps.

    Attributes:
        slug (str):
            Unique identifier for the workflow.
        name (str):
            Human-readable name for the workflow.
        description (str):
            A longer description of the workflow.
        steps (dict):
            Steps comprising the workflow.
    """
    def __init__(self,
                 **kwargs):
        self.slug = kwargs.get('slug')
        if len(self.slug) > 200:
            raise InvalidSlugValue('Slug value should be less than 200 chars')
        self.name = kwargs.get('name')
        self.description = kwargs.get('description')
        self.steps = {}

[docs]    def add_step(self, step):
        """
        Add `step` to the workflow.

        Args:
            step (orchestra.workflow.Step):
                The step to be added.

        Returns:
            None

        Raises:
            orchestra.core.errors.InvalidSlugValue:
                Step slug should have fewer than 200 characters.
            orchestra.core.errors.SlugUniquenessError:
                Step slug has already been used in this workflow.
        """
        if len(step.slug) > 200:
            raise InvalidSlugValue('Slug value should be less than 200 chars')

        if step.slug in self.steps:
            raise SlugUniquenessError('Slug value already taken')

        self.steps[step.slug] = step


[docs]    def get_steps(self):
        """
        Return all steps for the workflow.

        Args:
            None

        Returns:
            steps ([orchestra.workflow.Step]):
                List of steps for the workflow.
        """
        return self.steps.values()


[docs]    def get_step_slugs(self):
        """
        Return all step slugs for the workflow.

        Args:
            None

        Returns:
            slugs ([str]):
                List of step slugs for the workflow.
        """
        return self.steps.keys()


[docs]    def get_step(self, slug):
        """
        Return the specified step from the workflow.

        Args:
            slug (str):
                The slug of the desired step.

        Returns:
            step (orchestra.workflow.Step):
                The specified step from the workflow.
        """
        return self.steps[slug]


[docs]    def get_human_steps(self):
        """
        Return steps from the workflow with a human `worker_type`.

        Args:
            None

        Returns:
            steps ([orchestra.workflow.Step]):
                Steps from the workflow with a human `worker_type`..
        """
        return [step for slug, step in self.steps.items()
                if step.worker_type == Step.WorkerType.HUMAN]


    def __str__(self):
        return self.slug

    def __unicode__(self):
        return self.slug



[docs]class Step():
    """
    Steps represent nodes on a workflow execution graph.

    Attributes:
        slug (str):
            Unique identifier for the step.
        name (str):
            Human-readable name for the step.
        description (str):
            A longer description of the step.
        worker_type (orchestra.workflow.Step.WorkerType):
            Indicates whether the policy is for a human or machine.
        creation_depends_on ([str]):
            Slugs for steps on which this step's creation depends.
        submission_depends_on ([str]):
            Slugs for steps on which this step's submission depends.
        function (function):
            Function to execute during step. Should be present only for
            machine tasks
        required_certifications ([str]):
            Slugs for certifications required for a worker to pick up
            tasks based on this step.
    """

[docs]    class WorkerType:
        """Specifies whether step is performed by human or machine"""
        HUMAN = 0
        MACHINE = 1


    def __init__(self,
                 **kwargs):
        self.slug = kwargs.get('slug')
        self.name = kwargs.get('name')
        self.description = kwargs.get('description')
        self.worker_type = kwargs.get('worker_type')
        self.creation_depends_on = kwargs.get('creation_depends_on') or []
        self.submission_depends_on = kwargs.get('submission_depends_on') or []
        self.function = kwargs.get('function')
        self.required_certifications = kwargs.get(
            'required_certifications') or []

        # Example: {'policy': 'previously_completed_steps', 'step': ['design']}
        self.assignment_policy = (kwargs.get('assignment_policy')
                                  or get_default_policy(self.worker_type,
                                                        'assignment_policy'))

        # Example: {'policy': 'sampled_review', 'rate': .25, 'max_reviews': 2}
        self.review_policy = (kwargs.get('review_policy')
                              or get_default_policy(self.worker_type,
                                                    'review_policy'))

        # Example: {'html_blob': 'http://some_url',
        #           'javascript_includes': [url1, url2],
        #           'css_includes': [url1, url2]}
        self.user_interface = kwargs.get('user_interface') or {}

    def __str__(self):
        return self.slug

    def __unicode__(self):
        return self.slug



[docs]def get_workflows():
    """
    Return all stored workflows.

    Args:
        None

    Returns:
        workflows ([orchestra.workflow.Workflow]):
            A dict of all workflows keyed by slug.
    """
    workflows = {}
    for backend_module, variable in settings.ORCHESTRA_PATHS:
        backend_module = import_module(backend_module)
        workflow = getattr(backend_module, variable)
        if workflow.slug in workflows:
            raise SlugUniquenessError('Repeated slug value for workflows.')
        workflows[workflow.slug] = workflow
    return workflows



[docs]def get_workflow_by_slug(slug):
    """
    Return the workflow specified by `slug`.

    Args:
        slug (str):
            The slug of the desired workflow.

    Returns:
        workflow (orchestra.workflow.Workflow):
            The corresponding workflow object.
    """
    return get_workflows()[slug]



[docs]def get_workflow_choices():
    """
    Return workflow data formatted as `choices` for a model field.

    Args:
        None

    Returns:
        workflow_choices (tuple):
            A tuple of tuples containing each workflow slug and
            human-readable name.
    """
    workflows = get_workflows()
    choices = []
    for slug, workflow in workflows.items():
        choices.append((slug, workflow.name))
    return tuple(choices)



[docs]def get_step_choices():
    """
    Return step data formatted as `choices` for a model field.

    Args:
        None

    Returns:
        step_choices (tuple):
            A tuple of tuples containing each step slug and
            human-readable name.
    """
    choices = []
    for slug, workflow in iter(get_workflows().items()):
        for step in workflow.get_steps():
            choices.append((step.slug, step.name))
    return tuple(choices)



[docs]def get_default_policy(worker_type, policy_name):
    """
    Return the default value for a specified policy.

    Args:
        worker_type (orchestra.workflow.Step.WorkerType):
            Indicates whether the policy is for a human or machine.
        policy_name (str):
            The specified policy identifier.

    Returns:
        default_policy (dict):
            A dict containing the default policy for the worker type and
            policy name specified.
    """
    default_policies = {
        'assignment_policy': {'policy': 'anyone_certified'},
        'review_policy': {'policy': 'sampled_review',
                          'rate': 1,
                          'max_reviews': 1}
    }
    if worker_type == Step.WorkerType.HUMAN:
        return default_policies[policy_name]
    else:
        return {}
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  Source code for django.db.models.fields.related

from __future__ import unicode_literals

import warnings
from operator import attrgetter

from django import forms
from django.apps import apps
from django.core import checks, exceptions
from django.core.exceptions import FieldDoesNotExist
from django.db import connection, connections, router, transaction
from django.db.backends import utils
from django.db.models import Q, signals
from django.db.models.deletion import CASCADE, SET_DEFAULT, SET_NULL
from django.db.models.fields import (
    BLANK_CHOICE_DASH, AutoField, Field, IntegerField, PositiveIntegerField,
    PositiveSmallIntegerField,
)
from django.db.models.lookups import IsNull
from django.db.models.query import QuerySet
from django.db.models.query_utils import PathInfo
from django.utils import six
from django.utils.deprecation import RemovedInDjango110Warning
from django.utils.encoding import force_text, smart_text
from django.utils.functional import cached_property, curry
from django.utils.translation import ugettext_lazy as _

RECURSIVE_RELATIONSHIP_CONSTANT = 'self'


def add_lazy_relation(cls, field, relation, operation):
    """
    Adds a lookup on ``cls`` when a related field is defined using a string,
    i.e.::

        class MyModel(Model):
            fk = ForeignKey("AnotherModel")

    This string can be:

        * RECURSIVE_RELATIONSHIP_CONSTANT (i.e. "self") to indicate a recursive
          relation.

        * The name of a model (i.e "AnotherModel") to indicate another model in
          the same app.

        * An app-label and model name (i.e. "someapp.AnotherModel") to indicate
          another model in a different app.

    If the other model hasn't yet been loaded -- almost a given if you're using
    lazy relationships -- then the relation won't be set up until the
    class_prepared signal fires at the end of model initialization.

    operation is the work that must be performed once the relation can be resolved.
    """
    # Check for recursive relations
    if relation == RECURSIVE_RELATIONSHIP_CONSTANT:
        app_label = cls._meta.app_label
        model_name = cls.__name__

    else:
        # Look for an "app.Model" relation

        if isinstance(relation, six.string_types):
            try:
                app_label, model_name = relation.split(".")
            except ValueError:
                # If we can't split, assume a model in current app
                app_label = cls._meta.app_label
                model_name = relation
        else:
            # it's actually a model class
            app_label = relation._meta.app_label
            model_name = relation._meta.object_name

    # Try to look up the related model, and if it's already loaded resolve the
    # string right away. If get_registered_model raises a LookupError, it means
    # that the related model isn't loaded yet, so we need to pend the relation
    # until the class is prepared.
    try:
        model = cls._meta.apps.get_registered_model(app_label, model_name)
    except LookupError:
        key = (app_label, model_name)
        value = (cls, field, operation)
        cls._meta.apps._pending_lookups.setdefault(key, []).append(value)
    else:
        operation(field, model, cls)


def do_pending_lookups(sender, **kwargs):
    """
    Handle any pending relations to the sending model. Sent from class_prepared.
    """
    key = (sender._meta.app_label, sender.__name__)
    for cls, field, operation in sender._meta.apps._pending_lookups.pop(key, []):
        operation(field, sender, cls)

signals.class_prepared.connect(do_pending_lookups)


class RelatedField(Field):
    # Field flags
    one_to_many = False
    one_to_one = False
    many_to_many = False
    many_to_one = False

    @cached_property
    def related_model(self):
        # Can't cache this property until all the models are loaded.
        apps.check_models_ready()
        return self.rel.to

    def check(self, **kwargs):
        errors = super(RelatedField, self).check(**kwargs)
        errors.extend(self._check_related_name_is_valid())
        errors.extend(self._check_relation_model_exists())
        errors.extend(self._check_referencing_to_swapped_model())
        errors.extend(self._check_clashes())
        return errors

    def _check_related_name_is_valid(self):
        import re
        import keyword
        related_name = self.rel.related_name
        if not related_name:
            return []
        is_valid_id = True
        if keyword.iskeyword(related_name):
            is_valid_id = False
        if six.PY3:
            if not related_name.isidentifier():
                is_valid_id = False
        else:
            if not re.match(r'^[a-zA-Z_][a-zA-Z0-9_]*\Z', related_name):
                is_valid_id = False
        if not (is_valid_id or related_name.endswith('+')):
            return [
                checks.Error(
                    "The name '%s' is invalid related_name for field %s.%s" %
                    (self.rel.related_name, self.model._meta.object_name,
                     self.name),
                    hint="Related name must be a valid Python identifier or end with a '+'",
                    obj=self,
                    id='fields.E306',
                )
            ]
        return []

    def _check_relation_model_exists(self):
        rel_is_missing = self.rel.to not in apps.get_models()
        rel_is_string = isinstance(self.rel.to, six.string_types)
        model_name = self.rel.to if rel_is_string else self.rel.to._meta.object_name
        if rel_is_missing and (rel_is_string or not self.rel.to._meta.swapped):
            return [
                checks.Error(
                    ("Field defines a relation with model '%s', which "
                     "is either not installed, or is abstract.") % model_name,
                    hint=None,
                    obj=self,
                    id='fields.E300',
                )
            ]
        return []

    def _check_referencing_to_swapped_model(self):
        if (self.rel.to not in apps.get_models() and
                not isinstance(self.rel.to, six.string_types) and
                self.rel.to._meta.swapped):
            model = "%s.%s" % (
                self.rel.to._meta.app_label,
                self.rel.to._meta.object_name
            )
            return [
                checks.Error(
                    ("Field defines a relation with the model '%s', "
                     "which has been swapped out.") % model,
                    hint="Update the relation to point at 'settings.%s'." % self.rel.to._meta.swappable,
                    obj=self,
                    id='fields.E301',
                )
            ]
        return []

    def _check_clashes(self):
        """ Check accessor and reverse query name clashes. """

        from django.db.models.base import ModelBase

        errors = []
        opts = self.model._meta

        # `f.rel.to` may be a string instead of a model. Skip if model name is
        # not resolved.
        if not isinstance(self.rel.to, ModelBase):
            return []

        # If the field doesn't install backward relation on the target model (so
        # `is_hidden` returns True), then there are no clashes to check and we
        # can skip these fields.
        if self.rel.is_hidden():
            return []

        try:
            self.rel
        except AttributeError:
            return []

        # Consider that we are checking field `Model.foreign` and the models
        # are:
        #
        #     class Target(models.Model):
        #         model = models.IntegerField()
        #         model_set = models.IntegerField()
        #
        #     class Model(models.Model):
        #         foreign = models.ForeignKey(Target)
        #         m2m = models.ManyToManyField(Target)

        rel_opts = self.rel.to._meta
        # rel_opts.object_name == "Target"
        rel_name = self.rel.get_accessor_name()  # i. e. "model_set"
        rel_query_name = self.related_query_name()  # i. e. "model"
        field_name = "%s.%s" % (opts.object_name,
            self.name)  # i. e. "Model.field"

        # Check clashes between accessor or reverse query name of `field`
        # and any other field name -- i.e. accessor for Model.foreign is
        # model_set and it clashes with Target.model_set.
        potential_clashes = rel_opts.fields + rel_opts.many_to_many
        for clash_field in potential_clashes:
            clash_name = "%s.%s" % (rel_opts.object_name,
                clash_field.name)  # i. e. "Target.model_set"
            if clash_field.name == rel_name:
                errors.append(
                    checks.Error(
                        "Reverse accessor for '%s' clashes with field name '%s'." % (field_name, clash_name),
                        hint=("Rename field '%s', or add/change a related_name "
                              "argument to the definition for field '%s'.") % (clash_name, field_name),
                        obj=self,
                        id='fields.E302',
                    )
                )

            if clash_field.name == rel_query_name:
                errors.append(
                    checks.Error(
                        "Reverse query name for '%s' clashes with field name '%s'." % (field_name, clash_name),
                        hint=("Rename field '%s', or add/change a related_name "
                              "argument to the definition for field '%s'.") % (clash_name, field_name),
                        obj=self,
                        id='fields.E303',
                    )
                )

        # Check clashes between accessors/reverse query names of `field` and
        # any other field accessor -- i. e. Model.foreign accessor clashes with
        # Model.m2m accessor.
        potential_clashes = (r for r in rel_opts.related_objects if r.field is not self)
        for clash_field in potential_clashes:
            clash_name = "%s.%s" % (  # i. e. "Model.m2m"
                clash_field.related_model._meta.object_name,
                clash_field.field.name)
            if clash_field.get_accessor_name() == rel_name:
                errors.append(
                    checks.Error(
                        "Reverse accessor for '%s' clashes with reverse accessor for '%s'." % (field_name, clash_name),
                        hint=("Add or change a related_name argument "
                              "to the definition for '%s' or '%s'.") % (field_name, clash_name),
                        obj=self,
                        id='fields.E304',
                    )
                )

            if clash_field.get_accessor_name() == rel_query_name:
                errors.append(
                    checks.Error(
                        "Reverse query name for '%s' clashes with reverse query name for '%s'."
                        % (field_name, clash_name),
                        hint=("Add or change a related_name argument "
                              "to the definition for '%s' or '%s'.") % (field_name, clash_name),
                        obj=self,
                        id='fields.E305',
                    )
                )

        return errors

    def db_type(self, connection):
        '''By default related field will not have a column
           as it relates columns to another table'''
        return None

    def contribute_to_class(self, cls, name, virtual_only=False):
        sup = super(RelatedField, self)

        # Store the opts for related_query_name()
        self.opts = cls._meta

        if hasattr(sup, 'contribute_to_class'):
            sup.contribute_to_class(cls, name, virtual_only=virtual_only)

        if not cls._meta.abstract and self.rel.related_name:
            related_name = force_text(self.rel.related_name) % {
                'class': cls.__name__.lower(),
                'app_label': cls._meta.app_label.lower()
            }
            self.rel.related_name = related_name
        other = self.rel.to
        if isinstance(other, six.string_types) or other._meta.pk is None:
            def resolve_related_class(field, model, cls):
                field.rel.to = model
                field.do_related_class(model, cls)
            add_lazy_relation(cls, self, other, resolve_related_class)
        else:
            self.do_related_class(other, cls)

    @property
    def swappable_setting(self):
        """
        Gets the setting that this is powered from for swapping, or None
        if it's not swapped in / marked with swappable=False.
        """
        if self.swappable:
            # Work out string form of "to"
            if isinstance(self.rel.to, six.string_types):
                to_string = self.rel.to
            else:
                to_string = "%s.%s" % (
                    self.rel.to._meta.app_label,
                    self.rel.to._meta.object_name,
                )
            # See if anything swapped/swappable matches
            for model in apps.get_models(include_swapped=True):
                if model._meta.swapped:
                    if model._meta.swapped == to_string:
                        return model._meta.swappable
                if ("%s.%s" % (model._meta.app_label, model._meta.object_name)) == to_string and model._meta.swappable:
                    return model._meta.swappable
        return None

    def set_attributes_from_rel(self):
        self.name = self.name or (self.rel.to._meta.model_name + '_' + self.rel.to._meta.pk.name)
        if self.verbose_name is None:
            self.verbose_name = self.rel.to._meta.verbose_name
        self.rel.set_field_name()

    @property
    def related(self):
        warnings.warn(
            "Usage of field.related has been deprecated. Use field.rel instead.",
            RemovedInDjango110Warning, 2)
        return self.rel

    def do_related_class(self, other, cls):
        self.set_attributes_from_rel()
        if not cls._meta.abstract:
            self.contribute_to_related_class(other, self.rel)

    def get_limit_choices_to(self):
        """Returns 'limit_choices_to' for this model field.

        If it is a callable, it will be invoked and the result will be
        returned.
        """
        if callable(self.rel.limit_choices_to):
            return self.rel.limit_choices_to()
        return self.rel.limit_choices_to

    def formfield(self, **kwargs):
        """Passes ``limit_choices_to`` to field being constructed.

        Only passes it if there is a type that supports related fields.
        This is a similar strategy used to pass the ``queryset`` to the field
        being constructed.
        """
        defaults = {}
        if hasattr(self.rel, 'get_related_field'):
            # If this is a callable, do not invoke it here. Just pass
            # it in the defaults for when the form class will later be
            # instantiated.
            limit_choices_to = self.rel.limit_choices_to
            defaults.update({
                'limit_choices_to': limit_choices_to,
            })
        defaults.update(kwargs)
        return super(RelatedField, self).formfield(**defaults)

    def related_query_name(self):
        # This method defines the name that can be used to identify this
        # related object in a table-spanning query. It uses the lower-cased
        # object_name by default, but this can be overridden with the
        # "related_name" option.
        return self.rel.related_query_name or self.rel.related_name or self.opts.model_name


class SingleRelatedObjectDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # a single "remote" value, on the class pointed to by a related field.
    # In the example "place.restaurant", the restaurant attribute is a
    # SingleRelatedObjectDescriptor instance.
    def __init__(self, related):
        self.related = related
        self.cache_name = related.get_cache_name()

    @cached_property
    def RelatedObjectDoesNotExist(self):
        # The exception isn't created at initialization time for the sake of
        # consistency with `ReverseSingleRelatedObjectDescriptor`.
        return type(
            str('RelatedObjectDoesNotExist'),
            (self.related.related_model.DoesNotExist, AttributeError),
            {}
        )

    def is_cached(self, instance):
        return hasattr(instance, self.cache_name)

    def get_queryset(self, **hints):
        manager = self.related.related_model._default_manager
        # If the related manager indicates that it should be used for
        # related fields, respect that.
        if not getattr(manager, 'use_for_related_fields', False):
            manager = self.related.related_model._base_manager
        return manager.db_manager(hints=hints).all()

    def get_prefetch_queryset(self, instances, queryset=None):
        if queryset is None:
            queryset = self.get_queryset()
        queryset._add_hints(instance=instances[0])

        rel_obj_attr = attrgetter(self.related.field.attname)
        instance_attr = lambda obj: obj._get_pk_val()
        instances_dict = {instance_attr(inst): inst for inst in instances}
        query = {'%s__in' % self.related.field.name: instances}
        queryset = queryset.filter(**query)

        # Since we're going to assign directly in the cache,
        # we must manage the reverse relation cache manually.
        rel_obj_cache_name = self.related.field.get_cache_name()
        for rel_obj in queryset:
            instance = instances_dict[rel_obj_attr(rel_obj)]
            setattr(rel_obj, rel_obj_cache_name, instance)
        return queryset, rel_obj_attr, instance_attr, True, self.cache_name

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self
        try:
            rel_obj = getattr(instance, self.cache_name)
        except AttributeError:
            related_pk = instance._get_pk_val()
            if related_pk is None:
                rel_obj = None
            else:
                params = {}
                for lh_field, rh_field in self.related.field.related_fields:
                    params['%s__%s' % (self.related.field.name, rh_field.name)] = getattr(instance, rh_field.attname)
                try:
                    rel_obj = self.get_queryset(instance=instance).get(**params)
                except self.related.related_model.DoesNotExist:
                    rel_obj = None
                else:
                    setattr(rel_obj, self.related.field.get_cache_name(), instance)
            setattr(instance, self.cache_name, rel_obj)
        if rel_obj is None:
            raise self.RelatedObjectDoesNotExist(
                "%s has no %s." % (
                    instance.__class__.__name__,
                    self.related.get_accessor_name()
                )
            )
        else:
            return rel_obj

    def __set__(self, instance, value):
        # The similarity of the code below to the code in
        # ReverseSingleRelatedObjectDescriptor is annoying, but there's a bunch
        # of small differences that would make a common base class convoluted.

        # If null=True, we can assign null here, but otherwise the value needs
        # to be an instance of the related class.
        if value is None and self.related.field.null is False:
            raise ValueError(
                'Cannot assign None: "%s.%s" does not allow null values.' % (
                    instance._meta.object_name,
                    self.related.get_accessor_name(),
                )
            )
        elif value is not None and not isinstance(value, self.related.related_model):
            raise ValueError(
                'Cannot assign "%r": "%s.%s" must be a "%s" instance.' % (
                    value,
                    instance._meta.object_name,
                    self.related.get_accessor_name(),
                    self.related.related_model._meta.object_name,
                )
            )
        elif value is not None:
            if instance._state.db is None:
                instance._state.db = router.db_for_write(instance.__class__, instance=value)
            elif value._state.db is None:
                value._state.db = router.db_for_write(value.__class__, instance=instance)
            elif value._state.db is not None and instance._state.db is not None:
                if not router.allow_relation(value, instance):
                    raise ValueError('Cannot assign "%r": the current database router prevents this relation.' % value)

        related_pk = tuple(getattr(instance, field.attname) for field in self.related.field.foreign_related_fields)
        if not self.related.field.allow_unsaved_instance_assignment and None in related_pk:
            raise ValueError(
                'Cannot assign "%r": "%s" instance isn\'t saved in the database.' %
                (value, instance._meta.object_name)
            )

        # Set the value of the related field to the value of the related object's related field
        for index, field in enumerate(self.related.field.local_related_fields):
            setattr(value, field.attname, related_pk[index])

        # Since we already know what the related object is, seed the related
        # object caches now, too. This avoids another db hit if you get the
        # object you just set.
        setattr(instance, self.cache_name, value)
        setattr(value, self.related.field.get_cache_name(), instance)


class ReverseSingleRelatedObjectDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # a single "remote" value, on the class that defines the related field.
    # In the example "choice.poll", the poll attribute is a
    # ReverseSingleRelatedObjectDescriptor instance.
    def __init__(self, field_with_rel):
        self.field = field_with_rel
        self.cache_name = self.field.get_cache_name()

    @cached_property
    def RelatedObjectDoesNotExist(self):
        # The exception can't be created at initialization time since the
        # related model might not be resolved yet; `rel.to` might still be
        # a string model reference.
        return type(
            str('RelatedObjectDoesNotExist'),
            (self.field.rel.to.DoesNotExist, AttributeError),
            {}
        )

    def is_cached(self, instance):
        return hasattr(instance, self.cache_name)

    def get_queryset(self, **hints):
        manager = self.field.rel.to._default_manager
        # If the related manager indicates that it should be used for
        # related fields, respect that.
        if not getattr(manager, 'use_for_related_fields', False):
            manager = self.field.rel.to._base_manager
        return manager.db_manager(hints=hints).all()

    def get_prefetch_queryset(self, instances, queryset=None):
        if queryset is None:
            queryset = self.get_queryset()
        queryset._add_hints(instance=instances[0])

        rel_obj_attr = self.field.get_foreign_related_value
        instance_attr = self.field.get_local_related_value
        instances_dict = {instance_attr(inst): inst for inst in instances}
        related_field = self.field.foreign_related_fields[0]

        # FIXME: This will need to be revisited when we introduce support for
        # composite fields. In the meantime we take this practical approach to
        # solve a regression on 1.6 when the reverse manager in hidden
        # (related_name ends with a '+'). Refs #21410.
        # The check for len(...) == 1 is a special case that allows the query
        # to be join-less and smaller. Refs #21760.
        if self.field.rel.is_hidden() or len(self.field.foreign_related_fields) == 1:
            query = {'%s__in' % related_field.name: set(instance_attr(inst)[0] for inst in instances)}
        else:
            query = {'%s__in' % self.field.related_query_name(): instances}
        queryset = queryset.filter(**query)

        # Since we're going to assign directly in the cache,
        # we must manage the reverse relation cache manually.
        if not self.field.rel.multiple:
            rel_obj_cache_name = self.field.rel.get_cache_name()
            for rel_obj in queryset:
                instance = instances_dict[rel_obj_attr(rel_obj)]
                setattr(rel_obj, rel_obj_cache_name, instance)
        return queryset, rel_obj_attr, instance_attr, True, self.cache_name

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self
        try:
            rel_obj = getattr(instance, self.cache_name)
        except AttributeError:
            val = self.field.get_local_related_value(instance)
            if None in val:
                rel_obj = None
            else:
                params = {
                    rh_field.attname: getattr(instance, lh_field.attname)
                    for lh_field, rh_field in self.field.related_fields}
                qs = self.get_queryset(instance=instance)
                extra_filter = self.field.get_extra_descriptor_filter(instance)
                if isinstance(extra_filter, dict):
                    params.update(extra_filter)
                    qs = qs.filter(**params)
                else:
                    qs = qs.filter(extra_filter, **params)
                # Assuming the database enforces foreign keys, this won't fail.
                rel_obj = qs.get()
                if not self.field.rel.multiple:
                    setattr(rel_obj, self.field.rel.get_cache_name(), instance)
            setattr(instance, self.cache_name, rel_obj)
        if rel_obj is None and not self.field.null:
            raise self.RelatedObjectDoesNotExist(
                "%s has no %s." % (self.field.model.__name__, self.field.name)
            )
        else:
            return rel_obj

    def __set__(self, instance, value):
        # If null=True, we can assign null here, but otherwise the value needs
        # to be an instance of the related class.
        if value is None and self.field.null is False:
            raise ValueError(
                'Cannot assign None: "%s.%s" does not allow null values.' %
                (instance._meta.object_name, self.field.name)
            )
        elif value is not None and not isinstance(value, self.field.rel.to):
            raise ValueError(
                'Cannot assign "%r": "%s.%s" must be a "%s" instance.' % (
                    value,
                    instance._meta.object_name,
                    self.field.name,
                    self.field.rel.to._meta.object_name,
                )
            )
        elif value is not None:
            if instance._state.db is None:
                instance._state.db = router.db_for_write(instance.__class__, instance=value)
            elif value._state.db is None:
                value._state.db = router.db_for_write(value.__class__, instance=instance)
            elif value._state.db is not None and instance._state.db is not None:
                if not router.allow_relation(value, instance):
                    raise ValueError('Cannot assign "%r": the current database router prevents this relation.' % value)

        # If we're setting the value of a OneToOneField to None, we need to clear
        # out the cache on any old related object. Otherwise, deleting the
        # previously-related object will also cause this object to be deleted,
        # which is wrong.
        if value is None:
            # Look up the previously-related object, which may still be available
            # since we've not yet cleared out the related field.
            # Use the cache directly, instead of the accessor; if we haven't
            # populated the cache, then we don't care - we're only accessing
            # the object to invalidate the accessor cache, so there's no
            # need to populate the cache just to expire it again.
            related = getattr(instance, self.cache_name, None)

            # If we've got an old related object, we need to clear out its
            # cache. This cache also might not exist if the related object
            # hasn't been accessed yet.
            if related is not None:
                setattr(related, self.field.rel.get_cache_name(), None)

            for lh_field, rh_field in self.field.related_fields:
                setattr(instance, lh_field.attname, None)

        # Set the values of the related field.
        else:
            for lh_field, rh_field in self.field.related_fields:
                pk = value._get_pk_val()
                if not self.field.allow_unsaved_instance_assignment and pk is None:
                    raise ValueError(
                        'Cannot assign "%r": "%s" instance isn\'t saved in the database.' %
                        (value, self.field.rel.to._meta.object_name)
                    )
                setattr(instance, lh_field.attname, getattr(value, rh_field.attname))

        # Since we already know what the related object is, seed the related
        # object caches now, too. This avoids another db hit if you get the
        # object you just set.
        setattr(instance, self.cache_name, value)
        if value is not None and not self.field.rel.multiple:
            setattr(value, self.field.rel.get_cache_name(), instance)


def create_foreign_related_manager(superclass, rel_field, rel_model):
    class RelatedManager(superclass):
        def __init__(self, instance):
            super(RelatedManager, self).__init__()
            self.instance = instance
            self.core_filters = {rel_field.name: instance}
            self.model = rel_model

        def __call__(self, **kwargs):
            # We use **kwargs rather than a kwarg argument to enforce the
            # `manager='manager_name'` syntax.
            manager = getattr(self.model, kwargs.pop('manager'))
            manager_class = create_foreign_related_manager(manager.__class__, rel_field, rel_model)
            return manager_class(self.instance)
        do_not_call_in_templates = True

        def get_queryset(self):
            try:
                return self.instance._prefetched_objects_cache[rel_field.related_query_name()]
            except (AttributeError, KeyError):
                db = self._db or router.db_for_read(self.model, instance=self.instance)
                empty_strings_as_null = connections[db].features.interprets_empty_strings_as_nulls
                qs = super(RelatedManager, self).get_queryset()
                qs._add_hints(instance=self.instance)
                if self._db:
                    qs = qs.using(self._db)
                qs = qs.filter(**self.core_filters)
                for field in rel_field.foreign_related_fields:
                    val = getattr(self.instance, field.attname)
                    if val is None or (val == '' and empty_strings_as_null):
                        return qs.none()
                qs._known_related_objects = {rel_field: {self.instance.pk: self.instance}}
                return qs

        def get_prefetch_queryset(self, instances, queryset=None):
            if queryset is None:
                queryset = super(RelatedManager, self).get_queryset()

            queryset._add_hints(instance=instances[0])
            queryset = queryset.using(queryset._db or self._db)

            rel_obj_attr = rel_field.get_local_related_value
            instance_attr = rel_field.get_foreign_related_value
            instances_dict = {instance_attr(inst): inst for inst in instances}
            query = {'%s__in' % rel_field.name: instances}
            queryset = queryset.filter(**query)

            # Since we just bypassed this class' get_queryset(), we must manage
            # the reverse relation manually.
            for rel_obj in queryset:
                instance = instances_dict[rel_obj_attr(rel_obj)]
                setattr(rel_obj, rel_field.name, instance)
            cache_name = rel_field.related_query_name()
            return queryset, rel_obj_attr, instance_attr, False, cache_name

        def add(self, *objs):
            objs = list(objs)
            db = router.db_for_write(self.model, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                for obj in objs:
                    if not isinstance(obj, self.model):
                        raise TypeError("'%s' instance expected, got %r" %
                                        (self.model._meta.object_name, obj))
                    setattr(obj, rel_field.name, self.instance)
                    obj.save()
        add.alters_data = True

        def create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).create(**kwargs)
        create.alters_data = True

        def get_or_create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).get_or_create(**kwargs)
        get_or_create.alters_data = True

        def update_or_create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).update_or_create(**kwargs)
        update_or_create.alters_data = True

        # remove() and clear() are only provided if the ForeignKey can have a value of null.
        if rel_field.null:
            def remove(self, *objs, **kwargs):
                if not objs:
                    return
                bulk = kwargs.pop('bulk', True)
                val = rel_field.get_foreign_related_value(self.instance)
                old_ids = set()
                for obj in objs:
                    # Is obj actually part of this descriptor set?
                    if rel_field.get_local_related_value(obj) == val:
                        old_ids.add(obj.pk)
                    else:
                        raise rel_field.rel.to.DoesNotExist("%r is not related to %r." % (obj, self.instance))
                self._clear(self.filter(pk__in=old_ids), bulk)
            remove.alters_data = True

            def clear(self, **kwargs):
                bulk = kwargs.pop('bulk', True)
                self._clear(self, bulk)
            clear.alters_data = True

            def _clear(self, queryset, bulk):
                db = router.db_for_write(self.model, instance=self.instance)
                queryset = queryset.using(db)
                if bulk:
                    # `QuerySet.update()` is intrinsically atomic.
                    queryset.update(**{rel_field.name: None})
                else:
                    with transaction.atomic(using=db, savepoint=False):
                        for obj in queryset:
                            setattr(obj, rel_field.name, None)
                            obj.save(update_fields=[rel_field.name])
            _clear.alters_data = True

    return RelatedManager


class ForeignRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ForeignKey pointed at them by
    # some other model. In the example "poll.choice_set", the choice_set
    # attribute is a ForeignRelatedObjectsDescriptor instance.
    def __init__(self, related):
        self.related = related   # RelatedObject instance

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        return self.related_manager_cls(instance)

    def __set__(self, instance, value):
        # Force evaluation of `value` in case it's a queryset whose
        # value could be affected by `manager.clear()`. Refs #19816.
        value = tuple(value)

        manager = self.__get__(instance)
        db = router.db_for_write(manager.model, instance=manager.instance)
        with transaction.atomic(using=db, savepoint=False):
            # If the foreign key can support nulls, then completely clear the related set.
            # Otherwise, just move the named objects into the set.
            if self.related.field.null:
                manager.clear()
            manager.add(*value)

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related model's default
        # manager.
        return create_foreign_related_manager(
            self.related.related_model._default_manager.__class__,
            self.related.field,
            self.related.related_model,
        )


def create_many_related_manager(superclass, rel):
    """Creates a manager that subclasses 'superclass' (which is a Manager)
    and adds behavior for many-to-many related objects."""
    class ManyRelatedManager(superclass):
        def __init__(self, model=None, query_field_name=None, instance=None, symmetrical=None,
                     source_field_name=None, target_field_name=None, reverse=False,
                     through=None, prefetch_cache_name=None):
            super(ManyRelatedManager, self).__init__()
            self.model = model
            self.query_field_name = query_field_name

            source_field = through._meta.get_field(source_field_name)
            source_related_fields = source_field.related_fields

            self.core_filters = {}
            for lh_field, rh_field in source_related_fields:
                self.core_filters['%s__%s' % (query_field_name, rh_field.name)] = getattr(instance, rh_field.attname)

            self.instance = instance
            self.symmetrical = symmetrical
            self.source_field = source_field
            self.target_field = through._meta.get_field(target_field_name)
            self.source_field_name = source_field_name
            self.target_field_name = target_field_name
            self.reverse = reverse
            self.through = through
            self.prefetch_cache_name = prefetch_cache_name
            self.related_val = source_field.get_foreign_related_value(instance)
            if None in self.related_val:
                raise ValueError('"%r" needs to have a value for field "%s" before '
                                 'this many-to-many relationship can be used.' %
                                 (instance, source_field_name))
            # Even if this relation is not to pk, we require still pk value.
            # The wish is that the instance has been already saved to DB,
            # although having a pk value isn't a guarantee of that.
            if instance.pk is None:
                raise ValueError("%r instance needs to have a primary key value before "
                                 "a many-to-many relationship can be used." %
                                 instance.__class__.__name__)

        def __call__(self, **kwargs):
            # We use **kwargs rather than a kwarg argument to enforce the
            # `manager='manager_name'` syntax.
            manager = getattr(self.model, kwargs.pop('manager'))
            manager_class = create_many_related_manager(manager.__class__, rel)
            return manager_class(
                model=self.model,
                query_field_name=self.query_field_name,
                instance=self.instance,
                symmetrical=self.symmetrical,
                source_field_name=self.source_field_name,
                target_field_name=self.target_field_name,
                reverse=self.reverse,
                through=self.through,
                prefetch_cache_name=self.prefetch_cache_name,
            )
        do_not_call_in_templates = True

        def _build_remove_filters(self, removed_vals):
            filters = Q(**{self.source_field_name: self.related_val})
            # No need to add a subquery condition if removed_vals is a QuerySet without
            # filters.
            removed_vals_filters = (not isinstance(removed_vals, QuerySet) or
                                    removed_vals._has_filters())
            if removed_vals_filters:
                filters &= Q(**{'%s__in' % self.target_field_name: removed_vals})
            if self.symmetrical:
                symmetrical_filters = Q(**{self.target_field_name: self.related_val})
                if removed_vals_filters:
                    symmetrical_filters &= Q(
                        **{'%s__in' % self.source_field_name: removed_vals})
                filters |= symmetrical_filters
            return filters

        def get_queryset(self):
            try:
                return self.instance._prefetched_objects_cache[self.prefetch_cache_name]
            except (AttributeError, KeyError):
                qs = super(ManyRelatedManager, self).get_queryset()
                qs._add_hints(instance=self.instance)
                if self._db:
                    qs = qs.using(self._db)
                return qs._next_is_sticky().filter(**self.core_filters)

        def get_prefetch_queryset(self, instances, queryset=None):
            if queryset is None:
                queryset = super(ManyRelatedManager, self).get_queryset()

            queryset._add_hints(instance=instances[0])
            queryset = queryset.using(queryset._db or self._db)

            query = {'%s__in' % self.query_field_name: instances}
            queryset = queryset._next_is_sticky().filter(**query)

            # M2M: need to annotate the query in order to get the primary model
            # that the secondary model was actually related to. We know that
            # there will already be a join on the join table, so we can just add
            # the select.

            # For non-autocreated 'through' models, can't assume we are
            # dealing with PK values.
            fk = self.through._meta.get_field(self.source_field_name)
            join_table = self.through._meta.db_table
            connection = connections[queryset.db]
            qn = connection.ops.quote_name
            queryset = queryset.extra(select={
                '_prefetch_related_val_%s' % f.attname:
                '%s.%s' % (qn(join_table), qn(f.column)) for f in fk.local_related_fields})
            return (
                queryset,
                lambda result: tuple(
                    getattr(result, '_prefetch_related_val_%s' % f.attname)
                    for f in fk.local_related_fields
                ),
                lambda inst: tuple(
                    f.get_db_prep_value(getattr(inst, f.attname), connection)
                    for f in fk.foreign_related_fields
                ),
                False,
                self.prefetch_cache_name,
            )

        def add(self, *objs):
            if not rel.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use add() on a ManyToManyField which specifies an "
                    "intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )

            db = router.db_for_write(self.through, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                self._add_items(self.source_field_name, self.target_field_name, *objs)

                # If this is a symmetrical m2m relation to self, add the mirror entry in the m2m table
                if self.symmetrical:
                    self._add_items(self.target_field_name, self.source_field_name, *objs)
        add.alters_data = True

        def remove(self, *objs):
            if not rel.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use remove() on a ManyToManyField which specifies "
                    "an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            self._remove_items(self.source_field_name, self.target_field_name, *objs)
        remove.alters_data = True

        def clear(self):
            db = router.db_for_write(self.through, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                signals.m2m_changed.send(sender=self.through, action="pre_clear",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=None, using=db)

                filters = self._build_remove_filters(super(ManyRelatedManager, self).get_queryset().using(db))
                self.through._default_manager.using(db).filter(filters).delete()

                signals.m2m_changed.send(sender=self.through, action="post_clear",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=None, using=db)
        clear.alters_data = True

        def create(self, **kwargs):
            # This check needs to be done here, since we can't later remove this
            # from the method lookup table, as we do with add and remove.
            if not self.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use create() on a ManyToManyField which specifies "
                    "an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            new_obj = super(ManyRelatedManager, self.db_manager(db)).create(**kwargs)
            self.add(new_obj)
            return new_obj
        create.alters_data = True

        def get_or_create(self, **kwargs):
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            obj, created = super(ManyRelatedManager, self.db_manager(db)).get_or_create(**kwargs)
            # We only need to add() if created because if we got an object back
            # from get() then the relationship already exists.
            if created:
                self.add(obj)
            return obj, created
        get_or_create.alters_data = True

        def update_or_create(self, **kwargs):
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            obj, created = super(ManyRelatedManager, self.db_manager(db)).update_or_create(**kwargs)
            # We only need to add() if created because if we got an object back
            # from get() then the relationship already exists.
            if created:
                self.add(obj)
            return obj, created
        update_or_create.alters_data = True

        def _add_items(self, source_field_name, target_field_name, *objs):
            # source_field_name: the PK fieldname in join table for the source object
            # target_field_name: the PK fieldname in join table for the target object
            # *objs - objects to add. Either object instances, or primary keys of object instances.

            # If there aren't any objects, there is nothing to do.
            from django.db.models import Model
            if objs:
                new_ids = set()
                for obj in objs:
                    if isinstance(obj, self.model):
                        if not router.allow_relation(obj, self.instance):
                            raise ValueError(
                                'Cannot add "%r": instance is on database "%s", value is on database "%s"' %
                                (obj, self.instance._state.db, obj._state.db)
                            )
                        fk_val = self.through._meta.get_field(
                            target_field_name).get_foreign_related_value(obj)[0]
                        if fk_val is None:
                            raise ValueError(
                                'Cannot add "%r": the value for field "%s" is None' %
                                (obj, target_field_name)
                            )
                        new_ids.add(fk_val)
                    elif isinstance(obj, Model):
                        raise TypeError(
                            "'%s' instance expected, got %r" %
                            (self.model._meta.object_name, obj)
                        )
                    else:
                        new_ids.add(obj)

                db = router.db_for_write(self.through, instance=self.instance)
                vals = (self.through._default_manager.using(db)
                        .values_list(target_field_name, flat=True)
                        .filter(**{
                            source_field_name: self.related_val[0],
                            '%s__in' % target_field_name: new_ids,
                        }))
                new_ids = new_ids - set(vals)

                with transaction.atomic(using=db, savepoint=False):
                    if self.reverse or source_field_name == self.source_field_name:
                        # Don't send the signal when we are inserting the
                        # duplicate data row for symmetrical reverse entries.
                        signals.m2m_changed.send(sender=self.through, action='pre_add',
                            instance=self.instance, reverse=self.reverse,
                            model=self.model, pk_set=new_ids, using=db)

                    # Add the ones that aren't there already
                    self.through._default_manager.using(db).bulk_create([
                        self.through(**{
                            '%s_id' % source_field_name: self.related_val[0],
                            '%s_id' % target_field_name: obj_id,
                        })
                        for obj_id in new_ids
                    ])

                    if self.reverse or source_field_name == self.source_field_name:
                        # Don't send the signal when we are inserting the
                        # duplicate data row for symmetrical reverse entries.
                        signals.m2m_changed.send(sender=self.through, action='post_add',
                            instance=self.instance, reverse=self.reverse,
                            model=self.model, pk_set=new_ids, using=db)

        def _remove_items(self, source_field_name, target_field_name, *objs):
            # source_field_name: the PK colname in join table for the source object
            # target_field_name: the PK colname in join table for the target object
            # *objs - objects to remove
            if not objs:
                return

            # Check that all the objects are of the right type
            old_ids = set()
            for obj in objs:
                if isinstance(obj, self.model):
                    fk_val = self.target_field.get_foreign_related_value(obj)[0]
                    old_ids.add(fk_val)
                else:
                    old_ids.add(obj)

            db = router.db_for_write(self.through, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                # Send a signal to the other end if need be.
                signals.m2m_changed.send(sender=self.through, action="pre_remove",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=old_ids, using=db)
                target_model_qs = super(ManyRelatedManager, self).get_queryset()
                if target_model_qs._has_filters():
                    old_vals = target_model_qs.using(db).filter(**{
                        '%s__in' % self.target_field.related_field.attname: old_ids})
                else:
                    old_vals = old_ids
                filters = self._build_remove_filters(old_vals)
                self.through._default_manager.using(db).filter(filters).delete()

                signals.m2m_changed.send(sender=self.through, action="post_remove",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=old_ids, using=db)

    return ManyRelatedManager


class ManyRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ManyToManyField pointed at them by
    # some other model (rather than having a ManyToManyField themselves).
    # In the example "publication.article_set", the article_set attribute is a
    # ManyRelatedObjectsDescriptor instance.
    def __init__(self, related):
        self.related = related   # RelatedObject instance

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related
        # model's default manager.
        return create_many_related_manager(
            self.related.related_model._default_manager.__class__,
            self.related.field.rel
        )

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        rel_model = self.related.related_model

        manager = self.related_manager_cls(
            model=rel_model,
            query_field_name=self.related.field.name,
            prefetch_cache_name=self.related.field.related_query_name(),
            instance=instance,
            symmetrical=False,
            source_field_name=self.related.field.m2m_reverse_field_name(),
            target_field_name=self.related.field.m2m_field_name(),
            reverse=True,
            through=self.related.field.rel.through,
        )

        return manager

    def __set__(self, instance, value):
        if not self.related.field.rel.through._meta.auto_created:
            opts = self.related.field.rel.through._meta
            raise AttributeError(
                "Cannot set values on a ManyToManyField which specifies an "
                "intermediary model. Use %s.%s's Manager instead." % (opts.app_label, opts.object_name)
            )

        # Force evaluation of `value` in case it's a queryset whose
        # value could be affected by `manager.clear()`. Refs #19816.
        value = tuple(value)

        manager = self.__get__(instance)
        db = router.db_for_write(manager.through, instance=manager.instance)
        with transaction.atomic(using=db, savepoint=False):
            manager.clear()
            manager.add(*value)


class ReverseManyRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ManyToManyField defined in their
    # model (rather than having another model pointed *at* them).
    # In the example "article.publications", the publications attribute is a
    # ReverseManyRelatedObjectsDescriptor instance.
    def __init__(self, m2m_field):
        self.field = m2m_field

    @property
    def through(self):
        # through is provided so that you have easy access to the through
        # model (Book.authors.through) for inlines, etc. This is done as
        # a property to ensure that the fully resolved value is returned.
        return self.field.rel.through

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related model's
        # default manager.
        return create_many_related_manager(
            self.field.rel.to._default_manager.__class__,
            self.field.rel
        )

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        manager = self.related_manager_cls(
            model=self.field.rel.to,
            query_field_name=self.field.related_query_name(),
            prefetch_cache_name=self.field.name,
            instance=instance,
            symmetrical=self.field.rel.symmetrical,
            source_field_name=self.field.m2m_field_name(),
            target_field_name=self.field.m2m_reverse_field_name(),
            reverse=False,
            through=self.field.rel.through,
        )

        return manager

    def __set__(self, instance, value):
        if not self.field.rel.through._meta.auto_created:
            opts = self.field.rel.through._meta
            raise AttributeError(
                "Cannot set values on a ManyToManyField which specifies an "
                "intermediary model.  Use %s.%s's Manager instead." % (opts.app_label, opts.object_name)
            )

        # Force evaluation of `value` in case it's a queryset whose
        # value could be affected by `manager.clear()`. Refs #19816.
        value = tuple(value)

        manager = self.__get__(instance)
        db = router.db_for_write(manager.through, instance=manager.instance)
        with transaction.atomic(using=db, savepoint=False):
            manager.clear()
            manager.add(*value)


class ForeignObjectRel(object):
    # Field flags
    auto_created = True
    concrete = False
    editable = False
    is_relation = True

    def __init__(self, field, to, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        self.field = field
        self.to = to
        self.related_name = related_name
        self.related_query_name = related_query_name
        self.limit_choices_to = {} if limit_choices_to is None else limit_choices_to
        self.multiple = True
        self.parent_link = parent_link
        self.on_delete = on_delete
        self.symmetrical = False

    # Some of the following cached_properties can't be initialized in
    # __init__ as the field doesn't have its model yet. Calling these methods
    # before field.contribute_to_class() has been called will result in
    # AttributeError
    @cached_property
    def model(self):
        return self.to

    @cached_property
    def hidden(self):
        return self.is_hidden()

    @cached_property
    def name(self):
        return self.field.related_query_name()

    @cached_property
    def related_model(self):
        if not self.field.model:
            raise AttributeError(
                "This property can't be accessed before self.field.contribute_to_class has been called.")
        return self.field.model

    @cached_property
    def many_to_many(self):
        return self.field.many_to_many

    @cached_property
    def many_to_one(self):
        return self.field.one_to_many

    @cached_property
    def one_to_many(self):
        return self.field.many_to_one

    @cached_property
    def one_to_one(self):
        return self.field.one_to_one

    def __repr__(self):
        return '<%s: %s.%s>' % (
            type(self).__name__,
            self.related_model._meta.app_label,
            self.related_model._meta.model_name,
        )

    def get_choices(self, include_blank=True, blank_choice=BLANK_CHOICE_DASH,
                    limit_to_currently_related=False):
        """
        Returns choices with a default blank choices included, for use as
        SelectField choices for this field.

        Analog of django.db.models.fields.Field.get_choices(), provided
        initially for utilization by RelatedFieldListFilter.
        """
        first_choice = blank_choice if include_blank else []
        queryset = self.related_model._default_manager.all()
        if limit_to_currently_related:
            queryset = queryset.complex_filter(
                {'%s__isnull' % self.related_model._meta.model_name: False}
            )
        lst = [(x._get_pk_val(), smart_text(x)) for x in queryset]
        return first_choice + lst

    def get_db_prep_lookup(self, lookup_type, value, connection, prepared=False):
        # Defer to the actual field definition for db prep
        return self.field.get_db_prep_lookup(lookup_type, value, connection=connection, prepared=prepared)

    def is_hidden(self):
        "Should the related object be hidden?"
        return self.related_name is not None and self.related_name[-1] == '+'

    def get_joining_columns(self):
        return self.field.get_reverse_joining_columns()

    def get_extra_restriction(self, where_class, alias, related_alias):
        return self.field.get_extra_restriction(where_class, related_alias, alias)

    def set_field_name(self):
        """
        Sets the related field's name, this is not available until later stages
        of app loading, so set_field_name is called from
        set_attributes_from_rel()
        """
        # By default foreign object doesn't relate to any remote field (for
        # example custom multicolumn joins currently have no remote field).
        self.field_name = None

    def get_accessor_name(self, model=None):
        # This method encapsulates the logic that decides what name to give an
        # accessor descriptor that retrieves related many-to-one or
        # many-to-many objects. It uses the lower-cased object_name + "_set",
        # but this can be overridden with the "related_name" option.
        # Due to backwards compatibility ModelForms need to be able to provide
        # an alternate model. See BaseInlineFormSet.get_default_prefix().
        opts = model._meta if model else self.related_model._meta
        model = model or self.related_model
        if self.multiple:
            # If this is a symmetrical m2m relation on self, there is no reverse accessor.
            if self.symmetrical and model == self.to:
                return None
        if self.related_name:
            return self.related_name
        if opts.default_related_name:
            return opts.default_related_name % {
                'model_name': opts.model_name.lower(),
                'app_label': opts.app_label.lower(),
            }
        return opts.model_name + ('_set' if self.multiple else '')

    def get_cache_name(self):
        return "_%s_cache" % self.get_accessor_name()

    def get_path_info(self):
        return self.field.get_reverse_path_info()


class ManyToOneRel(ForeignObjectRel):
    def __init__(self, field, to, field_name, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        super(ManyToOneRel, self).__init__(
            field, to, related_name=related_name, limit_choices_to=limit_choices_to,
            parent_link=parent_link, on_delete=on_delete, related_query_name=related_query_name)
        self.field_name = field_name

    def __getstate__(self):
        state = self.__dict__.copy()
        state.pop('related_model', None)
        return state

    def get_related_field(self):
        """
        Returns the Field in the 'to' object to which this relationship is
        tied.
        """
        field = self.to._meta.get_field(self.field_name)
        if not field.concrete:
            raise FieldDoesNotExist("No related field named '%s'" %
                    self.field_name)
        return field

    def set_field_name(self):
        self.field_name = self.field_name or self.to._meta.pk.name


class OneToOneRel(ManyToOneRel):
    def __init__(self, field, to, field_name, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        super(OneToOneRel, self).__init__(field, to, field_name,
                related_name=related_name, limit_choices_to=limit_choices_to,
                parent_link=parent_link, on_delete=on_delete, related_query_name=related_query_name)
        self.multiple = False


class ManyToManyRel(ForeignObjectRel):
    def __init__(self, field, to, related_name=None, limit_choices_to=None,
                 symmetrical=True, through=None, through_fields=None,
                 db_constraint=True, related_query_name=None):
        if through and not db_constraint:
            raise ValueError("Can't supply a through model and db_constraint=False")
        if through_fields and not through:
            raise ValueError("Cannot specify through_fields without a through model")
        super(ManyToManyRel, self).__init__(
            field, to, related_name=related_name,
            limit_choices_to=limit_choices_to, related_query_name=related_query_name)
        self.symmetrical = symmetrical
        self.multiple = True
        self.through = through
        self.through_fields = through_fields
        self.db_constraint = db_constraint

    def is_hidden(self):
        "Should the related object be hidden?"
        return self.related_name is not None and self.related_name[-1] == '+'

    def get_related_field(self):
        """
        Returns the field in the 'to' object to which this relationship is tied.
        Provided for symmetry with ManyToOneRel.
        """
        opts = self.through._meta
        if self.through_fields:
            field = opts.get_field(self.through_fields[0])
        else:
            for field in opts.fields:
                rel = getattr(field, 'rel', None)
                if rel and rel.to == self.to:
                    break
        return field.foreign_related_fields[0]


class ForeignObject(RelatedField):
    # Field flags
    many_to_many = False
    many_to_one = True
    one_to_many = False
    one_to_one = False

    allow_unsaved_instance_assignment = False
    requires_unique_target = True
    related_accessor_class = ForeignRelatedObjectsDescriptor

    def __init__(self, to, from_fields, to_fields, swappable=True, **kwargs):
        self.from_fields = from_fields
        self.to_fields = to_fields
        self.swappable = swappable

        if 'rel' not in kwargs:
            kwargs['rel'] = ForeignObjectRel(
                self, to,
                related_name=kwargs.pop('related_name', None),
                related_query_name=kwargs.pop('related_query_name', None),
                limit_choices_to=kwargs.pop('limit_choices_to', None),
                parent_link=kwargs.pop('parent_link', False),
                on_delete=kwargs.pop('on_delete', CASCADE),
            )
        kwargs['verbose_name'] = kwargs.get('verbose_name', None)

        super(ForeignObject, self).__init__(**kwargs)

    def check(self, **kwargs):
        errors = super(ForeignObject, self).check(**kwargs)
        errors.extend(self._check_unique_target())
        return errors

    def _check_unique_target(self):
        rel_is_string = isinstance(self.rel.to, six.string_types)
        if rel_is_string or not self.requires_unique_target:
            return []

        # Skip if the
        try:
            self.foreign_related_fields
        except FieldDoesNotExist:
            return []

        try:
            self.rel
        except AttributeError:
            return []

        has_unique_field = any(rel_field.unique
            for rel_field in self.foreign_related_fields)
        if not has_unique_field and len(self.foreign_related_fields) > 1:
            field_combination = ', '.join("'%s'" % rel_field.name
                for rel_field in self.foreign_related_fields)
            model_name = self.rel.to.__name__
            return [
                checks.Error(
                    "None of the fields %s on model '%s' have a unique=True constraint."
                    % (field_combination, model_name),
                    hint=None,
                    obj=self,
                    id='fields.E310',
                )
            ]
        elif not has_unique_field:
            field_name = self.foreign_related_fields[0].name
            model_name = self.rel.to.__name__
            return [
                checks.Error(
                    ("'%s.%s' must set unique=True "
                     "because it is referenced by a foreign key.") % (model_name, field_name),
                    hint=None,
                    obj=self,
                    id='fields.E311',
                )
            ]
        else:
            return []

    def deconstruct(self):
        name, path, args, kwargs = super(ForeignObject, self).deconstruct()
        kwargs['from_fields'] = self.from_fields
        kwargs['to_fields'] = self.to_fields
        if self.rel.related_name is not None:
            kwargs['related_name'] = self.rel.related_name
        if self.rel.related_query_name is not None:
            kwargs['related_query_name'] = self.rel.related_query_name
        if self.rel.on_delete != CASCADE:
            kwargs['on_delete'] = self.rel.on_delete
        if self.rel.parent_link:
            kwargs['parent_link'] = self.rel.parent_link
        # Work out string form of "to"
        if isinstance(self.rel.to, six.string_types):
            kwargs['to'] = self.rel.to
        else:
            kwargs['to'] = "%s.%s" % (self.rel.to._meta.app_label, self.rel.to._meta.object_name)
        # If swappable is True, then see if we're actually pointing to the target
        # of a swap.
        swappable_setting = self.swappable_setting
        if swappable_setting is not None:
            # If it's already a settings reference, error
            if hasattr(kwargs['to'], "setting_name"):
                if kwargs['to'].setting_name != swappable_setting:
                    raise ValueError(
                        "Cannot deconstruct a ForeignKey pointing to a model "
                        "that is swapped in place of more than one model (%s and %s)"
                        % (kwargs['to'].setting_name, swappable_setting)
                    )
            # Set it
            from django.db.migrations.writer import SettingsReference
            kwargs['to'] = SettingsReference(
                kwargs['to'],
                swappable_setting,
            )
        return name, path, args, kwargs

    def resolve_related_fields(self):
        if len(self.from_fields) < 1 or len(self.from_fields) != len(self.to_fields):
            raise ValueError('Foreign Object from and to fields must be the same non-zero length')
        if isinstance(self.rel.to, six.string_types):
            raise ValueError('Related model %r cannot be resolved' % self.rel.to)
        related_fields = []
        for index in range(len(self.from_fields)):
            from_field_name = self.from_fields[index]
            to_field_name = self.to_fields[index]
            from_field = (self if from_field_name == 'self'
                          else self.opts.get_field(from_field_name))
            to_field = (self.rel.to._meta.pk if to_field_name is None
                        else self.rel.to._meta.get_field(to_field_name))
            related_fields.append((from_field, to_field))
        return related_fields

    @property
    def related_fields(self):
        if not hasattr(self, '_related_fields'):
            self._related_fields = self.resolve_related_fields()
        return self._related_fields

    @property
    def reverse_related_fields(self):
        return [(rhs_field, lhs_field) for lhs_field, rhs_field in self.related_fields]

    @property
    def local_related_fields(self):
        return tuple(lhs_field for lhs_field, rhs_field in self.related_fields)

    @property
    def foreign_related_fields(self):
        return tuple(rhs_field for lhs_field, rhs_field in self.related_fields)

    def get_local_related_value(self, instance):
        return self.get_instance_value_for_fields(instance, self.local_related_fields)

    def get_foreign_related_value(self, instance):
        return self.get_instance_value_for_fields(instance, self.foreign_related_fields)

    @staticmethod
    def get_instance_value_for_fields(instance, fields):
        ret = []
        opts = instance._meta
        for field in fields:
            # Gotcha: in some cases (like fixture loading) a model can have
            # different values in parent_ptr_id and parent's id. So, use
            # instance.pk (that is, parent_ptr_id) when asked for instance.id.
            if field.primary_key:
                possible_parent_link = opts.get_ancestor_link(field.model)
                if (not possible_parent_link or
                        possible_parent_link.primary_key or
                        possible_parent_link.model._meta.abstract):
                    ret.append(instance.pk)
                    continue
            ret.append(getattr(instance, field.attname))
        return tuple(ret)

    def get_attname_column(self):
        attname, column = super(ForeignObject, self).get_attname_column()
        return attname, None

    def get_joining_columns(self, reverse_join=False):
        source = self.reverse_related_fields if reverse_join else self.related_fields
        return tuple((lhs_field.column, rhs_field.column) for lhs_field, rhs_field in source)

    def get_reverse_joining_columns(self):
        return self.get_joining_columns(reverse_join=True)

    def get_extra_descriptor_filter(self, instance):
        """
        Returns an extra filter condition for related object fetching when
        user does 'instance.fieldname', that is the extra filter is used in
        the descriptor of the field.

        The filter should be either a dict usable in .filter(**kwargs) call or
        a Q-object. The condition will be ANDed together with the relation's
        joining columns.

        A parallel method is get_extra_restriction() which is used in
        JOIN and subquery conditions.
        """
        return {}

    def get_extra_restriction(self, where_class, alias, related_alias):
        """
        Returns a pair condition used for joining and subquery pushdown. The
        condition is something that responds to as_sql(compiler, connection)
        method.

        Note that currently referring both the 'alias' and 'related_alias'
        will not work in some conditions, like subquery pushdown.

        A parallel method is get_extra_descriptor_filter() which is used in
        instance.fieldname related object fetching.
        """
        return None

    def get_path_info(self):
        """
        Get path from this field to the related model.
        """
        opts = self.rel.to._meta
        from_opts = self.model._meta
        return [PathInfo(from_opts, opts, self.foreign_related_fields, self, False, True)]

    def get_reverse_path_info(self):
        """
        Get path from the related model to this field's model.
        """
        opts = self.model._meta
        from_opts = self.rel.to._meta
        pathinfos = [PathInfo(from_opts, opts, (opts.pk,), self.rel, not self.unique, False)]
        return pathinfos

    def get_lookup_constraint(self, constraint_class, alias, targets, sources, lookups,
                              raw_value):
        from django.db.models.sql.where import SubqueryConstraint, AND, OR
        root_constraint = constraint_class()
        assert len(targets) == len(sources)
        if len(lookups) > 1:
            raise exceptions.FieldError('Relation fields do not support nested lookups')
        lookup_type = lookups[0]

        def get_normalized_value(value):
            from django.db.models import Model
            if isinstance(value, Model):
                value_list = []
                for source in sources:
                    # Account for one-to-one relations when sent a different model
                    while not isinstance(value, source.model) and source.rel:
                        source = source.rel.to._meta.get_field(source.rel.field_name)
                    value_list.append(getattr(value, source.attname))
                return tuple(value_list)
            elif not isinstance(value, tuple):
                return (value,)
            return value

        is_multicolumn = len(self.related_fields) > 1
        if (hasattr(raw_value, '_as_sql') or
                hasattr(raw_value, 'get_compiler')):
            root_constraint.add(SubqueryConstraint(alias, [target.column for target in targets],
                                                   [source.name for source in sources], raw_value),
                                AND)
        elif lookup_type == 'isnull':
            root_constraint.add(IsNull(targets[0].get_col(alias, sources[0]), raw_value), AND)
        elif (lookup_type == 'exact' or (lookup_type in ['gt', 'lt', 'gte', 'lte']
                                         and not is_multicolumn)):
            value = get_normalized_value(raw_value)
            for target, source, val in zip(targets, sources, value):
                lookup_class = target.get_lookup(lookup_type)
                root_constraint.add(
                    lookup_class(target.get_col(alias, source), val), AND)
        elif lookup_type in ['range', 'in'] and not is_multicolumn:
            values = [get_normalized_value(value) for value in raw_value]
            value = [val[0] for val in values]
            lookup_class = targets[0].get_lookup(lookup_type)
            root_constraint.add(lookup_class(targets[0].get_col(alias, sources[0]), value), AND)
        elif lookup_type == 'in':
            values = [get_normalized_value(value) for value in raw_value]
            for value in values:
                value_constraint = constraint_class()
                for source, target, val in zip(sources, targets, value):
                    lookup_class = target.get_lookup('exact')
                    lookup = lookup_class(target.get_col(alias, source), val)
                    value_constraint.add(lookup, AND)
                root_constraint.add(value_constraint, OR)
        else:
            raise TypeError('Related Field got invalid lookup: %s' % lookup_type)
        return root_constraint

    @property
    def attnames(self):
        return tuple(field.attname for field in self.local_related_fields)

    def get_defaults(self):
        return tuple(field.get_default() for field in self.local_related_fields)

    def contribute_to_class(self, cls, name, virtual_only=False):
        super(ForeignObject, self).contribute_to_class(cls, name, virtual_only=virtual_only)
        setattr(cls, self.name, ReverseSingleRelatedObjectDescriptor(self))

    def contribute_to_related_class(self, cls, related):
        # Internal FK's - i.e., those with a related name ending with '+' -
        # and swapped models don't get a related descriptor.
        if not self.rel.is_hidden() and not related.related_model._meta.swapped:
            setattr(cls, related.get_accessor_name(), self.related_accessor_class(related))
            # While 'limit_choices_to' might be a callable, simply pass
            # it along for later - this is too early because it's still
            # model load time.
            if self.rel.limit_choices_to:
                cls._meta.related_fkey_lookups.append(self.rel.limit_choices_to)


class ForeignKey(ForeignObject):
    # Field flags
    many_to_many = False
    many_to_one = True
    one_to_many = False
    one_to_one = False

    empty_strings_allowed = False
    default_error_messages = {
        'invalid': _('%(model)s instance with %(field)s %(value)r does not exist.')
    }
    description = _("Foreign Key (type determined by related field)")

    def __init__(self, to, to_field=None, rel_class=ManyToOneRel,
                 db_constraint=True, **kwargs):
        try:
            to._meta.model_name
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), (
                "%s(%r) is invalid. First parameter to ForeignKey must be "
                "either a model, a model name, or the string %r" % (
                    self.__class__.__name__, to,
                    RECURSIVE_RELATIONSHIP_CONSTANT,
                )
            )
        else:
            # For backwards compatibility purposes, we need to *try* and set
            # the to_field during FK construction. It won't be guaranteed to
            # be correct until contribute_to_class is called. Refs #12190.
            to_field = to_field or (to._meta.pk and to._meta.pk.name)

        if 'db_index' not in kwargs:
            kwargs['db_index'] = True

        self.db_constraint = db_constraint

        kwargs['rel'] = rel_class(
            self, to, to_field,
            related_name=kwargs.pop('related_name', None),
            related_query_name=kwargs.pop('related_query_name', None),
            limit_choices_to=kwargs.pop('limit_choices_to', None),
            parent_link=kwargs.pop('parent_link', False),
            on_delete=kwargs.pop('on_delete', CASCADE),
        )
        super(ForeignKey, self).__init__(to, ['self'], [to_field], **kwargs)

    def check(self, **kwargs):
        errors = super(ForeignKey, self).check(**kwargs)
        errors.extend(self._check_on_delete())
        errors.extend(self._check_unique())
        return errors

    def _check_on_delete(self):
        on_delete = getattr(self.rel, 'on_delete', None)
        if on_delete == SET_NULL and not self.null:
            return [
                checks.Error(
                    'Field specifies on_delete=SET_NULL, but cannot be null.',
                    hint='Set null=True argument on the field, or change the on_delete rule.',
                    obj=self,
                    id='fields.E320',
                )
            ]
        elif on_delete == SET_DEFAULT and not self.has_default():
            return [
                checks.Error(
                    'Field specifies on_delete=SET_DEFAULT, but has no default value.',
                    hint='Set a default value, or change the on_delete rule.',
                    obj=self,
                    id='fields.E321',
                )
            ]
        else:
            return []

    def _check_unique(self, **kwargs):
        return [
            checks.Warning(
                'Setting unique=True on a ForeignKey has the same effect as using a OneToOneField.',
                hint='ForeignKey(unique=True) is usually better served by a OneToOneField.',
                obj=self,
                id='fields.W342',
            )
        ] if self.unique else []

    def deconstruct(self):
        name, path, args, kwargs = super(ForeignKey, self).deconstruct()
        del kwargs['to_fields']
        del kwargs['from_fields']
        # Handle the simpler arguments
        if self.db_index:
            del kwargs['db_index']
        else:
            kwargs['db_index'] = False
        if self.db_constraint is not True:
            kwargs['db_constraint'] = self.db_constraint
        # Rel needs more work.
        to_meta = getattr(self.rel.to, "_meta", None)
        if self.rel.field_name and (not to_meta or (to_meta.pk and self.rel.field_name != to_meta.pk.name)):
            kwargs['to_field'] = self.rel.field_name
        return name, path, args, kwargs

    @property
    def related_field(self):
        return self.foreign_related_fields[0]

    def get_reverse_path_info(self):
        """
        Get path from the related model to this field's model.
        """
        opts = self.model._meta
        from_opts = self.rel.to._meta
        pathinfos = [PathInfo(from_opts, opts, (opts.pk,), self.rel, not self.unique, False)]
        return pathinfos

    def validate(self, value, model_instance):
        if self.rel.parent_link:
            return
        super(ForeignKey, self).validate(value, model_instance)
        if value is None:
            return

        using = router.db_for_read(model_instance.__class__, instance=model_instance)
        qs = self.rel.to._default_manager.using(using).filter(
            **{self.rel.field_name: value}
        )
        qs = qs.complex_filter(self.get_limit_choices_to())
        if not qs.exists():
            raise exceptions.ValidationError(
                self.error_messages['invalid'],
                code='invalid',
                params={
                    'model': self.rel.to._meta.verbose_name, 'pk': value,
                    'field': self.rel.field_name, 'value': value,
                },  # 'pk' is included for backwards compatibility
            )

    def get_attname(self):
        return '%s_id' % self.name

    def get_attname_column(self):
        attname = self.get_attname()
        column = self.db_column or attname
        return attname, column

    def get_default(self):
        "Here we check if the default value is an object and return the to_field if so."
        field_default = super(ForeignKey, self).get_default()
        if isinstance(field_default, self.rel.to):
            return getattr(field_default, self.related_field.attname)
        return field_default

    def get_db_prep_save(self, value, connection):
        if value is None or (value == '' and
                             (not self.related_field.empty_strings_allowed or
                              connection.features.interprets_empty_strings_as_nulls)):
            return None
        else:
            return self.related_field.get_db_prep_save(value, connection=connection)

    def get_db_prep_value(self, value, connection, prepared=False):
        return self.related_field.get_db_prep_value(value, connection, prepared)

    def value_to_string(self, obj):
        if not obj:
            # In required many-to-one fields with only one available choice,
            # select that one available choice. Note: For SelectFields
            # we have to check that the length of choices is *2*, not 1,
            # because SelectFields always have an initial "blank" value.
            if not self.blank and self.choices:
                choice_list = self.get_choices_default()
                if len(choice_list) == 2:
                    return smart_text(choice_list[1][0])
        return super(ForeignKey, self).value_to_string(obj)

    def contribute_to_related_class(self, cls, related):
        super(ForeignKey, self).contribute_to_related_class(cls, related)
        if self.rel.field_name is None:
            self.rel.field_name = cls._meta.pk.name

    def formfield(self, **kwargs):
        db = kwargs.pop('using', None)
        if isinstance(self.rel.to, six.string_types):
            raise ValueError("Cannot create form field for %r yet, because "
                             "its related model %r has not been loaded yet" %
                             (self.name, self.rel.to))
        defaults = {
            'form_class': forms.ModelChoiceField,
            'queryset': self.rel.to._default_manager.using(db),
            'to_field_name': self.rel.field_name,
        }
        defaults.update(kwargs)
        return super(ForeignKey, self).formfield(**defaults)

    def db_type(self, connection):
        # The database column type of a ForeignKey is the column type
        # of the field to which it points. An exception is if the ForeignKey
        # points to an AutoField/PositiveIntegerField/PositiveSmallIntegerField,
        # in which case the column type is simply that of an IntegerField.
        # If the database needs similar types for key fields however, the only
        # thing we can do is making AutoField an IntegerField.
        rel_field = self.related_field
        if (isinstance(rel_field, AutoField) or
                (not connection.features.related_fields_match_type and
                isinstance(rel_field, (PositiveIntegerField,
                                       PositiveSmallIntegerField)))):
            return IntegerField().db_type(connection=connection)
        return rel_field.db_type(connection=connection)

    def db_parameters(self, connection):
        return {"type": self.db_type(connection), "check": []}

    def convert_empty_strings(self, value, expression, connection, context):
        if (not value) and isinstance(value, six.string_types):
            return None
        return value

    def get_db_converters(self, connection):
        converters = super(ForeignKey, self).get_db_converters(connection)
        if connection.features.interprets_empty_strings_as_nulls:
            converters += [self.convert_empty_strings]
        return converters

    def get_col(self, alias, output_field=None):
        return super(ForeignKey, self).get_col(alias, output_field or self.related_field)


class OneToOneField(ForeignKey):
    """
    A OneToOneField is essentially the same as a ForeignKey, with the exception
    that always carries a "unique" constraint with it and the reverse relation
    always returns the object pointed to (since there will only ever be one),
    rather than returning a list.
    """
    # Field flags
    many_to_many = False
    many_to_one = False
    one_to_many = False
    one_to_one = True

    related_accessor_class = SingleRelatedObjectDescriptor
    description = _("One-to-one relationship")

    def __init__(self, to, to_field=None, **kwargs):
        kwargs['unique'] = True
        super(OneToOneField, self).__init__(to, to_field, OneToOneRel, **kwargs)

    def deconstruct(self):
        name, path, args, kwargs = super(OneToOneField, self).deconstruct()
        if "unique" in kwargs:
            del kwargs['unique']
        return name, path, args, kwargs

    def formfield(self, **kwargs):
        if self.rel.parent_link:
            return None
        return super(OneToOneField, self).formfield(**kwargs)

    def save_form_data(self, instance, data):
        if isinstance(data, self.rel.to):
            setattr(instance, self.name, data)
        else:
            setattr(instance, self.attname, data)

    def _check_unique(self, **kwargs):
        # override ForeignKey since check isn't applicable here
        return []


def create_many_to_many_intermediary_model(field, klass):
    from django.db import models
    managed = True
    if isinstance(field.rel.to, six.string_types) and field.rel.to != RECURSIVE_RELATIONSHIP_CONSTANT:
        to_model = field.rel.to
        to = to_model.split('.')[-1]

        def set_managed(field, model, cls):
            field.rel.through._meta.managed = model._meta.managed or cls._meta.managed
        add_lazy_relation(klass, field, to_model, set_managed)
    elif isinstance(field.rel.to, six.string_types):
        to = klass._meta.object_name
        to_model = klass
        managed = klass._meta.managed
    else:
        to = field.rel.to._meta.object_name
        to_model = field.rel.to
        managed = klass._meta.managed or to_model._meta.managed
    name = '%s_%s' % (klass._meta.object_name, field.name)
    if field.rel.to == RECURSIVE_RELATIONSHIP_CONSTANT or to == klass._meta.object_name:
        from_ = 'from_%s' % to.lower()
        to = 'to_%s' % to.lower()
    else:
        from_ = klass._meta.model_name
        to = to.lower()
    meta = type(str('Meta'), (object,), {
        'db_table': field._get_m2m_db_table(klass._meta),
        'managed': managed,
        'auto_created': klass,
        'app_label': klass._meta.app_label,
        'db_tablespace': klass._meta.db_tablespace,
        'unique_together': (from_, to),
        'verbose_name': '%(from)s-%(to)s relationship' % {'from': from_, 'to': to},
        'verbose_name_plural': '%(from)s-%(to)s relationships' % {'from': from_, 'to': to},
        'apps': field.model._meta.apps,
    })
    # Construct and return the new class.
    return type(str(name), (models.Model,), {
        'Meta': meta,
        '__module__': klass.__module__,
        from_: models.ForeignKey(
            klass,
            related_name='%s+' % name,
            db_tablespace=field.db_tablespace,
            db_constraint=field.rel.db_constraint,
        ),
        to: models.ForeignKey(
            to_model,
            related_name='%s+' % name,
            db_tablespace=field.db_tablespace,
            db_constraint=field.rel.db_constraint,
        )
    })


class ManyToManyField(RelatedField):
    # Field flags
    many_to_many = True
    many_to_one = False
    one_to_many = False
    one_to_one = False

    description = _("Many-to-many relationship")

    def __init__(self, to, db_constraint=True, swappable=True, **kwargs):
        try:
            to._meta
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), (
                "%s(%r) is invalid. First parameter to ManyToManyField must be "
                "either a model, a model name, or the string %r" %
                (self.__class__.__name__, to, RECURSIVE_RELATIONSHIP_CONSTANT)
            )
            # Class names must be ASCII in Python 2.x, so we forcibly coerce it
            # here to break early if there's a problem.
            to = str(to)
        kwargs['verbose_name'] = kwargs.get('verbose_name', None)
        kwargs['rel'] = ManyToManyRel(
            self, to,
            related_name=kwargs.pop('related_name', None),
            related_query_name=kwargs.pop('related_query_name', None),
            limit_choices_to=kwargs.pop('limit_choices_to', None),
            symmetrical=kwargs.pop('symmetrical', to == RECURSIVE_RELATIONSHIP_CONSTANT),
            through=kwargs.pop('through', None),
            through_fields=kwargs.pop('through_fields', None),
            db_constraint=db_constraint,
        )

        self.swappable = swappable
        self.db_table = kwargs.pop('db_table', None)
        if kwargs['rel'].through is not None:
            assert self.db_table is None, "Cannot specify a db_table if an intermediary model is used."

        super(ManyToManyField, self).__init__(**kwargs)

    def check(self, **kwargs):
        errors = super(ManyToManyField, self).check(**kwargs)
        errors.extend(self._check_unique(**kwargs))
        errors.extend(self._check_relationship_model(**kwargs))
        errors.extend(self._check_ignored_options(**kwargs))
        return errors

    def _check_unique(self, **kwargs):
        if self.unique:
            return [
                checks.Error(
                    'ManyToManyFields cannot be unique.',
                    hint=None,
                    obj=self,
                    id='fields.E330',
                )
            ]
        return []

    def _check_ignored_options(self, **kwargs):
        warnings = []

        if self.null:
            warnings.append(
                checks.Warning(
                    'null has no effect on ManyToManyField.',
                    hint=None,
                    obj=self,
                    id='fields.W340',
                )
            )

        if len(self._validators) > 0:
            warnings.append(
                checks.Warning(
                    'ManyToManyField does not support validators.',
                    hint=None,
                    obj=self,
                    id='fields.W341',
                )
            )

        return warnings

    def _check_relationship_model(self, from_model=None, **kwargs):
        if hasattr(self.rel.through, '_meta'):
            qualified_model_name = "%s.%s" % (
                self.rel.through._meta.app_label, self.rel.through.__name__)
        else:
            qualified_model_name = self.rel.through

        errors = []

        if self.rel.through not in apps.get_models(include_auto_created=True):
            # The relationship model is not installed.
            errors.append(
                checks.Error(
                    ("Field specifies a many-to-many relation through model "
                     "'%s', which has not been installed.") %
                    qualified_model_name,
                    hint=None,
                    obj=self,
                    id='fields.E331',
                )
            )

        else:

            assert from_model is not None, \
                "ManyToManyField with intermediate " \
                "tables cannot be checked if you don't pass the model " \
                "where the field is attached to."

            # Set some useful local variables
            to_model = self.rel.to
            from_model_name = from_model._meta.object_name
            if isinstance(to_model, six.string_types):
                to_model_name = to_model
            else:
                to_model_name = to_model._meta.object_name
            relationship_model_name = self.rel.through._meta.object_name
            self_referential = from_model == to_model

            # Check symmetrical attribute.
            if (self_referential and self.rel.symmetrical and
                    not self.rel.through._meta.auto_created):
                errors.append(
                    checks.Error(
                        'Many-to-many fields with intermediate tables must not be symmetrical.',
                        hint=None,
                        obj=self,
                        id='fields.E332',
                    )
                )

            # Count foreign keys in intermediate model
            if self_referential:
                seen_self = sum(from_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)

                if seen_self > 2 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than two foreign keys "
                             "to '%s', which is ambiguous. You must specify "
                             "which two foreign keys Django should use via the "
                             "through_fields keyword argument.") % (self, from_model_name),
                            hint=("Use through_fields to specify which two "
                                  "foreign keys Django should use."),
                            obj=self.rel.through,
                            id='fields.E333',
                        )
                    )

            else:
                # Count foreign keys in relationship model
                seen_from = sum(from_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)
                seen_to = sum(to_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)

                if seen_from > 1 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than one foreign key "
                             "from '%s', which is ambiguous. You must specify "
                             "which foreign key Django should use via the "
                             "through_fields keyword argument.") % (self, from_model_name),
                            hint=('If you want to create a recursive relationship, '
                                  'use ForeignKey("self", symmetrical=False, '
                                  'through="%s").') % relationship_model_name,
                            obj=self,
                            id='fields.E334',
                        )
                    )

                if seen_to > 1 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than one foreign key "
                             "to '%s', which is ambiguous. You must specify "
                             "which foreign key Django should use via the "
                             "through_fields keyword argument.") % (self, to_model_name),
                            hint=('If you want to create a recursive '
                                  'relationship, use ForeignKey("self", '
                                  'symmetrical=False, through="%s").') % relationship_model_name,
                            obj=self,
                            id='fields.E335',
                        )
                    )

                if seen_from == 0 or seen_to == 0:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it does not have a foreign key to '%s' or '%s'.") % (
                                self, from_model_name, to_model_name
                            ),
                            hint=None,
                            obj=self.rel.through,
                            id='fields.E336',
                        )
                    )

        # Validate `through_fields`
        if self.rel.through_fields is not None:
            # Validate that we're given an iterable of at least two items
            # and that none of them is "falsy"
            if not (len(self.rel.through_fields) >= 2 and
                    self.rel.through_fields[0] and self.rel.through_fields[1]):
                errors.append(
                    checks.Error(
                        ("Field specifies 'through_fields' but does not "
                         "provide the names of the two link fields that should be "
                         "used for the relation through model "
                         "'%s'.") % qualified_model_name,
                        hint=("Make sure you specify 'through_fields' as "
                              "through_fields=('field1', 'field2')"),
                        obj=self,
                        id='fields.E337',
                    )
                )

            # Validate the given through fields -- they should be actual
            # fields on the through model, and also be foreign keys to the
            # expected models
            else:
                assert from_model is not None, \
                    "ManyToManyField with intermediate " \
                    "tables cannot be checked if you don't pass the model " \
                    "where the field is attached to."

                source, through, target = from_model, self.rel.through, self.rel.to
                source_field_name, target_field_name = self.rel.through_fields[:2]

                for field_name, related_model in ((source_field_name, source),
                                                  (target_field_name, target)):

                    possible_field_names = []
                    for f in through._meta.fields:
                        if hasattr(f, 'rel') and getattr(f.rel, 'to', None) == related_model:
                            possible_field_names.append(f.name)
                    if possible_field_names:
                        hint = ("Did you mean one of the following foreign "
                                "keys to '%s': %s?") % (related_model._meta.object_name,
                                                        ', '.join(possible_field_names))
                    else:
                        hint = None

                    try:
                        field = through._meta.get_field(field_name)
                    except FieldDoesNotExist:
                        errors.append(
                            checks.Error(
                                ("The intermediary model '%s' has no field '%s'.") % (
                                    qualified_model_name, field_name),
                                hint=hint,
                                obj=self,
                                id='fields.E338',
                            )
                        )
                    else:
                        if not (hasattr(field, 'rel') and
                                getattr(field.rel, 'to', None) == related_model):
                            errors.append(
                                checks.Error(
                                    "'%s.%s' is not a foreign key to '%s'." % (
                                        through._meta.object_name, field_name,
                                        related_model._meta.object_name),
                                    hint=hint,
                                    obj=self,
                                    id='fields.E339',
                                )
                            )

        return errors

    def deconstruct(self):
        name, path, args, kwargs = super(ManyToManyField, self).deconstruct()
        # Handle the simpler arguments
        if self.db_table is not None:
            kwargs['db_table'] = self.db_table
        if self.rel.db_constraint is not True:
            kwargs['db_constraint'] = self.rel.db_constraint
        if self.rel.related_name is not None:
            kwargs['related_name'] = self.rel.related_name
        if self.rel.related_query_name is not None:
            kwargs['related_query_name'] = self.rel.related_query_name
        # Rel needs more work.
        if isinstance(self.rel.to, six.string_types):
            kwargs['to'] = self.rel.to
        else:
            kwargs['to'] = "%s.%s" % (self.rel.to._meta.app_label, self.rel.to._meta.object_name)
        if getattr(self.rel, 'through', None) is not None:
            if isinstance(self.rel.through, six.string_types):
                kwargs['through'] = self.rel.through
            elif not self.rel.through._meta.auto_created:
                kwargs['through'] = "%s.%s" % (self.rel.through._meta.app_label, self.rel.through._meta.object_name)
        # If swappable is True, then see if we're actually pointing to the target
        # of a swap.
        swappable_setting = self.swappable_setting
        if swappable_setting is not None:
            # If it's already a settings reference, error
            if hasattr(kwargs['to'], "setting_name"):
                if kwargs['to'].setting_name != swappable_setting:
                    raise ValueError(
                        "Cannot deconstruct a ManyToManyField pointing to a "
                        "model that is swapped in place of more than one model "
                        "(%s and %s)" % (kwargs['to'].setting_name, swappable_setting)
                    )
            # Set it
            from django.db.migrations.writer import SettingsReference
            kwargs['to'] = SettingsReference(
                kwargs['to'],
                swappable_setting,
            )
        return name, path, args, kwargs

    def _get_path_info(self, direct=False):
        """
        Called by both direct and indirect m2m traversal.
        """
        pathinfos = []
        int_model = self.rel.through
        linkfield1 = int_model._meta.get_field(self.m2m_field_name())
        linkfield2 = int_model._meta.get_field(self.m2m_reverse_field_name())
        if direct:
            join1infos = linkfield1.get_reverse_path_info()
            join2infos = linkfield2.get_path_info()
        else:
            join1infos = linkfield2.get_reverse_path_info()
            join2infos = linkfield1.get_path_info()
        pathinfos.extend(join1infos)
        pathinfos.extend(join2infos)
        return pathinfos

    def get_path_info(self):
        return self._get_path_info(direct=True)

    def get_reverse_path_info(self):
        return self._get_path_info(direct=False)

    def get_choices_default(self):
        return Field.get_choices(self, include_blank=False)

    def _get_m2m_db_table(self, opts):
        "Function that can be curried to provide the m2m table name for this relation"
        if self.rel.through is not None:
            return self.rel.through._meta.db_table
        elif self.db_table:
            return self.db_table
        else:
            return utils.truncate_name('%s_%s' % (opts.db_table, self.name),
                                      connection.ops.max_name_length())

    def _get_m2m_attr(self, related, attr):
        "Function that can be curried to provide the source accessor or DB column name for the m2m table"
        cache_attr = '_m2m_%s_cache' % attr
        if hasattr(self, cache_attr):
            return getattr(self, cache_attr)
        if self.rel.through_fields is not None:
            link_field_name = self.rel.through_fields[0]
        else:
            link_field_name = None
        for f in self.rel.through._meta.fields:
            if (f.is_relation and f.rel.to == related.related_model and
                    (link_field_name is None or link_field_name == f.name)):
                setattr(self, cache_attr, getattr(f, attr))
                return getattr(self, cache_attr)

    def _get_m2m_reverse_attr(self, related, attr):
        "Function that can be curried to provide the related accessor or DB column name for the m2m table"
        cache_attr = '_m2m_reverse_%s_cache' % attr
        if hasattr(self, cache_attr):
            return getattr(self, cache_attr)
        found = False
        if self.rel.through_fields is not None:
            link_field_name = self.rel.through_fields[1]
        else:
            link_field_name = None
        for f in self.rel.through._meta.fields:
            # NOTE f.rel.to != f.related_model
            if f.is_relation and f.rel.to == related.model:
                if link_field_name is None and related.related_model == related.model:
                    # If this is an m2m-intermediate to self,
                    # the first foreign key you find will be
                    # the source column. Keep searching for
                    # the second foreign key.
                    if found:
                        setattr(self, cache_attr, getattr(f, attr))
                        break
                    else:
                        found = True
                elif link_field_name is None or link_field_name == f.name:
                    setattr(self, cache_attr, getattr(f, attr))
                    break
        return getattr(self, cache_attr)

    def value_to_string(self, obj):
        data = ''
        if obj:
            qs = getattr(obj, self.name).all()
            data = [instance._get_pk_val() for instance in qs]
        else:
            # In required many-to-many fields with only one available choice,
            # select that one available choice.
            if not self.blank:
                choices_list = self.get_choices_default()
                if len(choices_list) == 1:
                    data = [choices_list[0][0]]
        return smart_text(data)

    def contribute_to_class(self, cls, name, **kwargs):
        # To support multiple relations to self, it's useful to have a non-None
        # related name on symmetrical relations for internal reasons. The
        # concept doesn't make a lot of sense externally ("you want me to
        # specify *what* on my non-reversible relation?!"), so we set it up
        # automatically. The funky name reduces the chance of an accidental
        # clash.
        if self.rel.symmetrical and (self.rel.to == "self" or self.rel.to == cls._meta.object_name):
            self.rel.related_name = "%s_rel_+" % name

        super(ManyToManyField, self).contribute_to_class(cls, name, **kwargs)

        # The intermediate m2m model is not auto created if:
        #  1) There is a manually specified intermediate, or
        #  2) The class owning the m2m field is abstract.
        #  3) The class owning the m2m field has been swapped out.
        if not self.rel.through and not cls._meta.abstract and not cls._meta.swapped:
            self.rel.through = create_many_to_many_intermediary_model(self, cls)

        # Add the descriptor for the m2m relation
        setattr(cls, self.name, ReverseManyRelatedObjectsDescriptor(self))

        # Set up the accessor for the m2m table name for the relation
        self.m2m_db_table = curry(self._get_m2m_db_table, cls._meta)

        # Populate some necessary rel arguments so that cross-app relations
        # work correctly.
        if isinstance(self.rel.through, six.string_types):
            def resolve_through_model(field, model, cls):
                field.rel.through = model
            add_lazy_relation(cls, self, self.rel.through, resolve_through_model)

    def contribute_to_related_class(self, cls, related):
        # Internal M2Ms (i.e., those with a related name ending with '+')
        # and swapped models don't get a related descriptor.
        if not self.rel.is_hidden() and not related.related_model._meta.swapped:
            setattr(cls, related.get_accessor_name(), ManyRelatedObjectsDescriptor(related))

        # Set up the accessors for the column names on the m2m table
        self.m2m_column_name = curry(self._get_m2m_attr, related, 'column')
        self.m2m_reverse_name = curry(self._get_m2m_reverse_attr, related, 'column')

        self.m2m_field_name = curry(self._get_m2m_attr, related, 'name')
        self.m2m_reverse_field_name = curry(self._get_m2m_reverse_attr, related, 'name')

        get_m2m_rel = curry(self._get_m2m_attr, related, 'rel')
        self.m2m_target_field_name = lambda: get_m2m_rel().field_name
        get_m2m_reverse_rel = curry(self._get_m2m_reverse_attr, related, 'rel')
        self.m2m_reverse_target_field_name = lambda: get_m2m_reverse_rel().field_name

    def set_attributes_from_rel(self):
        pass

    def value_from_object(self, obj):
        "Returns the value of this field in the given model instance."
        return getattr(obj, self.attname).all()

    def save_form_data(self, instance, data):
        setattr(instance, self.attname, data)

    def formfield(self, **kwargs):
        db = kwargs.pop('using', None)
        defaults = {
            'form_class': forms.ModelMultipleChoiceField,
            'queryset': self.rel.to._default_manager.using(db),
        }
        defaults.update(kwargs)
        # If initial is passed in, it's a list of related objects, but the
        # MultipleChoiceField takes a list of IDs.
        if defaults.get('initial') is not None:
            initial = defaults['initial']
            if callable(initial):
                initial = initial()
            defaults['initial'] = [i._get_pk_val() for i in initial]
        return super(ManyToManyField, self).formfield(**defaults)

    def db_type(self, connection):
        # A ManyToManyField is not represented by a single column,
        # so return None.
        return None

    def db_parameters(self, connection):
        return {"type": None, "check": None}
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Welcome to the Orchestra Simple Workflow Demo.


In this demo, we will create a new project using the “Simple Workflow” workflow,
which automatically extracts an image from a url and asks a human expert to rate
it. Are you ready to begin? (y/n): y
Great!


The Simple Workflow has two steps, one automated and one human.
The automated step takes a URL and extracts a random image from the page.
The human step asks an expert to rate how “awesome” the image is on a scale from one to five.
For this demo, we will scrape an image from www.josephbotros.com, the homepage of one of our visionary developers.
If you open that URL in a browser, it should be pretty obvious which image the task will scrape.


Let’s start by creating a new project that uses the workflow.
We’ll use the ‘create_orchestra_project’ API call.
The call looks like this:


create_orchestra_project(
    'simple_workflow',                       # The slug representing our workflow
    'A test run of our simple workflow',     # A description of the new project
    10,                                      # A priority level for the project
    {
      'url': 'http://www.josephbotros.com/'  # Data required by the workflow:
    },
)






Make sure you have the example project running in another window (python manage.py runserver).
Press enter when you are ready to make the call.
Project with id 5 created!


When we created our project, it immediately ran the first step of the workflow: scraping an image from the website we passed in.
Let’s verify that this worked successfully by using Orchestra’s API to check the project info.
The call looks like this:


get_project_information(project_id)






Press enter when you are ready to make the call.
Information received! Here’s what we got:


{'project': {'id': 5,
             'priority': 10,
             'project_data': {'url': 'http://www.josephbotros.com/'},
             'review_document_url': 'https://docs.google.com/document/d/1s0IJycNAwHtZfsUwyo6lCJ7kI9pTOZddcaiRDdZUSAs',
             'short_description': 'A test run of our simple workflow',
             'start_datetime': '2015-09-25T17:51:14.784739Z',
             'task_class': 0,
             'workflow_slug': 'simple_workflow'},
 'steps': [['crawl', 'Find an awesome image on a website'],
           ['rate', 'Rate the image that we found']],
 'tasks': {'crawl': {'assignments': [{'id': 9,
                                      'in_progress_task_data': {'image': 'http://www.josephbotros.com/img/me.jpg',
                                                                'status': 'success'},
                                      'snapshots': {'__version': 1,
                                                    'snapshots': []},
                                      'start_datetime': '2015-09-25T17:51:14.852160Z',
                                      'status': 'Submitted',
                                      'task': 9,
                                      'worker': None}],
                     'id': 9,
                     'latest_data': {'image': 'http://www.josephbotros.com/img/me.jpg',
                                     'status': 'success'},
                     'project': 5,
                     'status': 'Complete',
                     'step_slug': 'crawl'},
           'rate': {'assignments': [],
                    'id': 10,
                    'latest_data': None,
                    'project': 5,
                    'status': 'Awaiting Processing',
                    'step_slug': 'rate'}}}






Note that tasks.crawl.status is Complete, and tasks.crawl.latest_data.image is set to an image URL scraped from our site. Paste the URL into a browser and you should see Joseph’s smiling face!
Also, check out tasks.rate. That’s the human step we’ll need to do next. Observe that it’s status is Awaiting Processing and that latest_data is None because no work has been done yet.


Let’s fix that! It’s time to work on the second step in our workflow: rating the image.
In a browser window, log into Orchestra as a worker at 127.0.0.1:8000/orchestra/app. If you haven’t created a worker account yet, you can log in as the demo worker: username demo and password demo.
Then, click the ‘New delivery task’ button to get the rating task assigned to you, and rate the photo to complete the task.
When you’re happy with your rating, click ‘Submit’ at the bottom of the page.
Press enter when you have submitted the task.


Well done. You have completed your first Orchestra project!
Let’s verify that your rating was stored successfully by using Orchestra’s API to check the project info again.
As a reminder, the call looks like this:


get_project_information(project_id)






Press enter when you are ready to make the call.


Information received! Here’s what we got:


{'project': {'id': 5,
             'priority': 10,
             'project_data': {'url': 'http://www.josephbotros.com/'},
             'review_document_url': 'https://docs.google.com/document/d/1s0IJycNAwHtZfsUwyo6lCJ7kI9pTOZddcaiRDdZUSAs',
             'short_description': 'A test run of our simple workflow',
             'start_datetime': '2015-09-25T17:51:14.784739Z',
             'task_class': 0,
             'workflow_slug': 'simple_workflow'},
 'steps': [['crawl', 'Find an awesome image on a website'],
           ['rate', 'Rate the image that we found']],
 'tasks': {'crawl': {'assignments': [{'id': 9,
                                      'in_progress_task_data': {'image': 'http://www.josephbotros.com/img/me.jpg',
                                                                'status': 'success'},
                                      'snapshots': {'__version': 1,
                                                    'snapshots': []},
                                      'start_datetime': '2015-09-25T17:51:14.852160Z',
                                      'status': 'Submitted',
                                      'task': 9,
                                      'worker': None}],
                     'id': 9,
                     'latest_data': {'image': 'http://www.josephbotros.com/img/me.jpg',
                                     'status': 'success'},
                     'project': 5,
                     'status': 'Complete',
                     'step_slug': 'crawl'},
           'rate': {'assignments': [{'id': 10,
                                     'in_progress_task_data': {'rating': '5'},
                                     'snapshots': {'__version': 1,
                                                   'snapshots': [{'data': {'rating': '5'},
                                                                  'datetime': '2015-09-25T17:52:03.575369',
                                                                  'type': 0,
                                                                  'work_time_seconds': 60}]},
                                     'start_datetime': '2015-09-25T17:51:48.647159Z',
                                     'status': 'Submitted',
                                     'task': 10,
                                     'worker': 'demo'}],
                    'id': 10,
                    'latest_data': {'rating': '5'},
                    'project': 5,
                    'status': 'Complete',
                    'step_slug': 'rate'}}}






Task complete! Note that tasks.rate.status is Complete in the output above.
Note that tasks.rate.latest_data.rating is set to 5, the rating you selected.


Congratulations! Now you’re ready to start building workflows of your own!
To see a more in-depth explanation of how workflows are built, check out our
illustrative workflow in the documentation.
We hope you enjoyed this tutorial, and welcome to the Orchestra community.
Goodbye for now!
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